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“The essence of a free economy is that resources are allocated to their most productive

uses, and part of that allocation includes managing stocks in response to fluctuating de-

mand.” — Milton Friedman, Friedman and Friedman (1980)

1 Introduction

A prominent explanation for the inventory cycle holds that inventories are productive in generating

sales. In this view, firms carry inventories not merely to buffer production but because inventories

help unlock and/or fill demand.1 As first noted by Bils and Kahn (2000) (BK) and further developed

by Kryvtsov and Midrigan (2013) (KM), this mechanism implies that when sales and demand fall in

recessions, the marginal productivity of inventories falls proportionally, so inventory stocks should

decline roughly in tandem with sales. In the data, by contrast, the inventory-to-sales ratio rises in

recessions, implying that inventories fall less than sales. The standard remedy is to assume counter-

cyclical markups, which, by raising the return to holding inventories in downturns, can account for the

countercyclical dynamics of the inventory-to-sales ratio (KM).

While markup dynamics reconciles the inventory facts in existing frameworks, this resolution comes

with a well-known controversy. Although markups are difficult to measure directly, their cyclical

properties have observable implications within economic models. In particular, the commonly adopted

Cobb-Douglas production framework ties markups to gross profit margins—sales over variable pro-

duction cost (conceptually, cost of goods sold on the income statement)—so countercyclical markups

go hand-in-hand with countercyclical gross profit margins and profits (Hall, 1988; De Loecker et al.,

2020). Unlike markups, margins and profits are observable, and the data show that gross profit mar-

gins, gross profits, and the aggregate labor share all move opposite to what countercyclical markups

imply under standard assumptions.2 The New Keynesian (NK) literature is a case in point of how

treating markups as a “free parameter” can generate counterfactual implications and create a host of

modeling challenges.3 Our reading of this evidence is that much of the existing business cycle theory

1The productive role of inventories is necessary to account for the fact that inventory stocks fall in recessions—a fact that
buffer-stock models fail to capture under rational expectations (Fitzgerald, 1997; Blinder and Maccini, 1991).
2For a review of these issues, see Nekarda and Ramey (2020).
3Christiano et al. (1997) first noted that sticky prices, by implying countercyclical markups, lead to counterfactual profit
dynamics in NK models. Their point has been formalized and extended by Bilbiie and Kanzig (2023)—who also provide
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needs a major do-over on the production side, or markups aren’t countercyclical.

Motivated by this controversy, here we offer an alternative route that does not hinge on countercycli-

cal markups. The key empirical fact that opens the door to our contribution is that the recession

spike in the inventory-to-sales ratio—the key reason why this ratio is countercyclical—is a timing

phenomenon: sales fall first, while inventories follow suit with a delay. This, as we see it, points to a

potential role for frictions that have thus far not been considered in this context and that explain the

sluggish adjustment of inventory stocks over the business cycle. We seek a microfounded explanation

of this dynamic.

The delay is evident across all U.S. recessions (Figure 1), which shows falling margins for recession-

surviving firms and a lagged response of real inventories vis-à-vis real sales (in inventory-holding

industries). The pattern is remarkably consistent across recessions and can also be seen in recessions

that are considered to be demand-driven recessions, such as the 2001 recession.4 Section 2 extends

this evidence to conditional evidence on monetary policy shocks, following the KM’s methodology

of treating monetary policy shocks as a litmus test for inventory models. The focus on conditional

responses to monetary policy shocks abstracts from the simultaneously changing cost structure and

ensures that interest rates—which determine the discount factor and affect the value of inventories—

fall after a negative demand shock.5

Our theory’s goal is to explain why inventories move sluggishly. The key element—enriching the

existing models rather than replacing them—is the recognition that inventories are productive in gen-

erating sales but only in conjunction with other complementary forms of intangible capital that firms

accumulate to attract customers. This complementarity seems natural in this context: without cus-

tomers, inventories cannot generate sales, and without inventories, arriving customers cannot make

purchases or find products less attractive (due to production delays, stockouts, or reduced display

complementary evidence to our paper that profit margin dynamics are at odds with the notion that markups are counter-
cyclical. Broer et al. (2019) highlight the troubling implications countercyclical markups have in heterogeneous agent NK
models (HANK). As they point out, these issues essentially prevent detailed modeling of heterogeneous household income
sources within this emerging framework.
4During the 2001 recession measured total factor productivity largely followed the pre-recession trend (Jorgenson et al.,
2004).
5Lower rates can reduce the unwinding of inventories by pushing the value of inventory higher. As shown by Khan and
Thomas (2007), these considerations can be quantitatively important in the context of productivity shocks; under some
assumptions, models with productivity shocks can match the data under constant markups.
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B. Average for U.S. recessions, 1979–2007:
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Figure 1: Inventory, sales, and gross profit margins across U.S. recessions, 1979–2011.
Notes: The figure shows deviations from HP trends (λ = 10,000, with additional smoothing at λ = 5). Real inventory and
sales data cover manufacturing and trade sectors. The sales-to-COGS ratio is from Compustat Quarterly Fundamentals,
restricted to recession-surviving firms. Dotted lines map gross margins into markups following De Loecker et al. (2020).
Shaded areas denote recession periods. See Section 2 and the Online Appendix for details.

variety). The tight connection between intangibles and inventories means that frictions affecting the

former can propagate to the latter, the key overarching point of our paper.

Economics has a long tradition of attributing firm value in excess of book value of assets to intangible

capital that firms accumulate over their lifecycle, which we leverage here (Prescott and Visscher, 1980;

Hall, 2001; Atkeson and Kehoe, 2005; Eisfeldt and Papanikolaou, 2014). Empirical estimates point

to a significant role for intangibles based on asset prices and capitalized expenses, with an important

category being customer-facing capital that defines firm demand: product design, differentiation and

awareness, customer relations, reputation, and sales networks. Recent work by He et al. (2024) pro-
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vides refined measurement of marketing investments, which are arguably a subset of the listed items,

and concludes that marketing expense-implied customer capital dominates intangible enterprise value.

Argente et al. (2024) show that firms devote substantial non-price resources to building market share,

much tied to specific products or brands, and show the sluggishness of this process. A growing liter-

ature demonstrates the explanatory potential of customer capital in macroeconomics and finance and

frictions in accumulating this form of capital.6 Our theory integrates these insights into the study of

inventory dynamics, in particular the notion that demand is built, not given.

Our setup embeds a search-theoretic microfoundation of the basic BK framework within an analyti-

cally tractable environment where firms accumulate sales-enabling capital units we call outlets. Two

key frictions drive our results. First, investment in outlets is irreversible, creating an inaction motive

during downturns. Second, outlets segment inventory holdings: firms cannot reallocate inventories

across outlets, so stockouts at one location cannot be remedied by sourcing from another. This seg-

mentation makes our notion of outlets broader than customer relationships alone—they also represent

differentiated positions in product or geographic space that require dedicated inventory.

The core mechanism of the model operates through a classic “inaction” effect. When demand falls,

firms find it optimal to “wait out” the downturn rather than liquidate valuable outlets, since doing so

would destroy still valuable capital. This choice leaves firms temporarily over-invested in customer-

hailing capacity relative to current demand. Because it remains profit-maximizing to utilize this excess

capacity, firms maintain higher inventory levels relative to sales, generating the observed inventory-

to-sales spike. Meanwhile, the inaction decision depresses the effective user cost of sales-enabling

capacity, influencing markup dynamics in a way that endogenously breaks the problematic link be-

tween countercyclical markups and inventory behavior. In fact, we show analytically that this effect is

potent enough to always dominate the opposing markup effect, even when markup volatility is exoge-

nously amplified (up to a breaking point that destroys capital). The reason is that the inaction operates

discretely: outlets are either open or closed, with no intermediate states.

An intuitive illustration of the core mechanism is the observation that restaurants and retail stores

typically remain open during recessions despite serving too few customers to justify their reopening.

Through the lens of the proposed theory, these establishments embody irreversible customer-hailing

6Bai et al. (2024), Drozd and Nosal (2012), Gourio and Rudanko (2014), Crouzet and Eberly (2023).

5



capital—brand recognition, reputation, prime locations, and specialized infrastructure—that is specific

to the firm or product and their lasting value extends far beyond the recession. Closing them would

lead to irreversible destruction of value, so firms choose to operate them while holding inventory to

serve the few customers that arrive. In aggregate, as we show, this can elevates the inventory-to-sales

ratio and match the data. Markups decline for the same reason: to increase customer turnover and

capital utilization.7

Two model assumptions merit discussion. First, irreversibility should be understood as arising from

heterogeneity and complementarity among distinct types of sales-enabling capital at the outlet level.

Standard irreversible investment models face the well-known challenge that depreciation can undo

irreversibility effects when capital is homogeneous and divisible. In an accounting sense, the depre-

ciation margin is large relative to recession shocks in economic models. As we see it, sales-enabling

capital comes in many complementary varieties—brand recognition, location-specific investments,

specialized equipment, customer relationships—and these are often indivisible at a self-contained

production unit level within firms. The failure or loss of any essential component shuts down its op-

erations, making selective divestment an infeasible adjustment margin. In simple words, when the

cash register breaks, a restaurant that wants to continue operating has no choice but to replace it. Our

model, like other capital irreversibility frameworks, assumes that these considerations are empirically

relevant to understand aggregate dynamics.

Second, we assume that inventory holding cost is such that firms operate with lean inventories at the

outlet level. Although not critical to our main results, this assumption enhances tractability and tight-

ens the connection between inventories and sales-enabling capital—increasing the quantitative bite

of our mechanism. In the model, it’s a degree of freedom that does not have any concrete measur-

able implications. This assumption is well justified by the prevalence of just-in-time practices in the

data (Ortiz, 2022) and the survey evidence showing that inventories play a scant role in production

smoothing (Blinder et al., 1998).8 Our calibrated model implies that doubling the entire U.S. inven-

tory capacity would cost 2.3 percent of value added across all inventory-holding industries—a flow

7Cavallo and Kryvtsov (2023) provide direct evidence linking stockout frequency at the product level and price increases—
consistent with our mechanism for markups.
8Survey data (Blinder et al., 1998) (pages 96 and 277) show 67 percent of inventory-holding firms consider invento-
ries “totally unimportant” for smoothing demand fluctuations. Approximately three-quarters of surveyed transactions are
business-to-business, rising to 86 percent for manufacturing. Under JIT systems, only predictable or minor delivery delays
are feasible, as longer delays risk lost sales.
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cost reflecting both the user cost of fixed infrastructure and all variable expenses. While there is no

data counterpart, we find this cost reasonable. Our quantitative model matches the aggregate level of

the inventory-to-sales ratio of 1.5.

2 Facts: Conditional Comovement of Inventories and Margins

This section extends the unconditional evidence from Figure 1 by examining conditional responses

to identified demand shocks. Using the proxy SVAR methodology of Gertler and Karadi (2015), we

identify impulse responses to monetary policy shocks. We begin with a conceptual framework that

guides our measurement approach and defines the scope of our analysis. This discussion is essential

to justify the focus on a simplified production side in the model section.

2.1 Identification of Cyclicality of Markups

As a guiding framework for our measurements, consider a generalized model of production populated

by a large number of inventory-holding firms indexed by i = 1, 2, . . .. Suppose that the production

function of the gross output by firm i is

Yi = Yi(Vi(V1i, V2i, . . .), F1i, F2i, . . .) , (1)

where Vi(·) aggregates the variable inputs {Vji}j into a composite input Vi. Suppose that inputs

are purchased at (possibly quantity-dependent) prices vji(Vji), and {Fki}k are fixed inputs within the

period (e.g. capital stocks), and suppose that inputs are chosen optimally to minimize production cost.

The composite firm-level price functional vi(Vi) satisfies

vi(Vi)Vi = min
{Vji}j

∑
j

vji(Vji)Vji s.t. Vi = Vi(V1i, V2i, . . .), (2)
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and the firm’s variable costs solve

ci(Yi) = min
Vi

vi(Vi)Vi s.t. Yi = Yi(Vi, . . .); (3)

accordingly, the marginal cost satisfies

v′i(Vi)Vi + vi(Vi) = c′i(Yi) ∂Vi
Yi(Vi, . . .), (4)

where primes denote total derivatives and ∂Vi
a partial derivative. Multiplying this condition by the

price at which firm i sells its output, denoted by pi, we obtain the following formula for firm i markup:

pi
c′i (Yi)

=
piYi

Vi (v′i (Vi)Vi + vi (Vi))
∂Vi

Yi (Vi, . . .)
Vi

Yi

. (5)

Define the following objects:

Markup µi := log
pi

c′i (Yi)
, (6)

Gross margin µ̄i := log
piYi

ci (Yi)
, (7)

Output elasticity θi := log

(
∂Vi

Yi (Vi, . . .)
Vi

Yi

)
, (8)

Variable input price elasticity εi := log

(
1 +

v′i (Vi)Vi

vi (Vi)

)
≈ v′i (Vi)Vi

vi (Vi)
. (9)

After taking logs and tedious algebraic manipulations, it is not difficult to see that (5) can be written

as follows

µi = µ̄i − εi + θi. (10)

This equation relates markup to gross profit margins on the firm-level in our generalized setup. De-

fine the aggregate cost-weighted gross margin (referred to hereafter as margin) using the following
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approximation:

µ̄ :=
∑
i

ci (Yi)∑
i ci (Yi)

log
piYi

ci (Yi)
≈

∑
i

ci (Yi)∑
i ci (Yi)

piYi − ci (Yi)

ci (Yi)
(11)

=

∑
i piYi −

∑
i ci (Yi)∑

i ci (Yi)
≈ log

( ∑
i piYi∑

i ci (Yi)

)
.

Multiplying both sides of (10) by the cost-based weights,
∑

i
ci(Yi)∑
i ci(Yi)

, it implies the following aggre-

gate relation:

µ ≈ µ̄− ε+ θ. (12)

where

µ =
∑
i

ci (Yi)∑
i ci (Yi)

µi,

and similarly for µ̄ etc.

The expression above is central to our analysis, as it defines its scope in the model space. In particular,

we focus here on environments that imply that, after a monetary policy shock, µ̄ and µ are positively

correlated. The standard Cobb-Douglas production function with prices taken as given satisfies this

restriction strictly, but some degree of departure from this framework is allowed because flipping the

correlation requires a sufficient covariance from the other terms. The estimates of output elasticity

by De Loecker et al. (2020) provide some validation that the output elasticity term does not corre-

late enough with profit margins to flip the direction of this relationship. To see this, in Figure 1 we

overlay the dotted series that adjusts µ̄ using linearly interpolated annual state-of-the-art estimate of

these elasticities. Given the persistence of µ̄, some comovement should be detectable even at annual

frequency, and there is none.9 The dependence of prices on quantities is unknown and may be relevant

for labor, as argued by Bils (1987) but recently contested by Nekarda and Ramey (2020). However,

including this term in the economic model would have a significant impact on quantity dynamics and

essentially call for a do-over of the existing theory. We consider this a separate research agenda.

9The measurement challenges of identifying this term are profound and this evidence is not definitive. Bond et al. (2021)
and De Ridder et al. (2022) show the importance of assumptions underlying the production-based approach of identifying
markups. As a side note, our model is an example where the critique raised by Bond et al. (2021) is not applicable. In our
framework industry-level price deflators would remove (most) variation in output prices of individual firms. The failure of
this step in De Loecker et al. (2020) estimation is central to their argument.
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2.2 Measurement and Data

To identify conditional impulse responses, we follow Gertler and Karadi (2015). The original Gertler

and Karadi (2015) specification includes the CPI, the one-year nominal T-bill yield (GS1), the Gilchrist

and Zakrajsek (2012) excess bond premium (EBP), and industrial production as a measure of gross

output. Our formulation replaces industrial production with real sales in manufacturing and trade

industries (BEA) and adds real inventory series (BEA) as well as the gross margin series µ̄—which

are derived from firm-level data as described below.10 Real sales and gross output are closely related,

in that sales is gross output plus the change of inventory stock (up to measurement discrepancies).

As we show in the Online Appendix, replacing industrial production by real sales has little impact on

the estimated impulse responses. All variables are in logs, and where applicable, we multiply logged

series by 100 to express them as percentages (percentage deviations for gross margin). Following

Gertler and Karadi (2015), we include 12 monthly lags.11

We follow De Loecker et al. (2020) by associating the cost of the variable input bundle ci(Yi) in (11)

with the cost of goods sold (COGS) and revenue piYi with the reported sales on the income statements

(Sales). COGS is an accounting measure of production costs meant to capture only variable production

costs, and typically includes production labor costs, raw materials, energy, and rent equivalent of

production facilities. Accordingly, in the context of the data, we use the following definition:

Gross Margin µ̄t := log

(∑
i Salesit∑
i Cogsit

)
× 100. (13)

Finally, to obtain Sales and COGS data for a large cross-section of US firms, we use the S&P’s

Compustat Quarterly Fundamentals (North America) database. We restrict our sample to two-digit

SIC sectors 92–96 (manufacturing, wholesale, and retail).12 To build aggregate series, we construct

10Inventory and sales series are sourced from the Federal Reserve Bank of St. Louis: Real Manufacturing and Trade
Industries Inventories [INVCMRMT] and Sales [CMRMTSPL], retrieved from FRED, Federal Reserve Bank of St. Louis.

11Coefficients are estimated over the period 1979:M7 to 2012:M6, with monetary policy shocks identified using the FF4
instrument series, covering 1990:M1 to 2012:M6. Since our VAR is estimated in logs, the inventory-to-sales ratio would be
collinear with sales and inventory, which are included as separate series. To derive the predicted impulse response for the
ratio, we compute it from the impulse responses of inventory and sales, then bootstrap the ratio to obtain the corresponding
confidence bands. The results are identical when we replace the inventory stock with the ratio, as expected. For brevity,
we omit the impulse responses of the one-year T-bill rate and EBP, though these variables are included separately in the
SVAR, and the T-bill rate serves as the policy instrument. Additional details are provided in the Online Appendix.

12Extended results for all firms are available in the Online Appendix and they are identical.
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them to minimize the impact of entry and exit of firms in and out of public trading. In particular, in

Figure 1, we use a balanced panel of firms that survive each recession (i.e., firms reporting strictly

positive sales one quarter before and one year after each recession). Since firms which exit suffer a

larger decline of profits, this approach biases the results against finding procyclical margins, which is

what we find. For SVAR, we mimic this approach by using a balanced panel within two consecutive

quarters. Specifically, for any attribute Zit ∈ {Salesit,COGSit, . . .}, we calculate the growth rate

git := (Zit+1−Zit)/Zit on the firm level, while imposing Zit > 0 and Zit+1 > 0, and use the obtained

weights wit := Zit/
∑

i∈It Zit to construct a chain-weighted index using the recursion: Z0 = 100,

Zt+1 =
(
1 +

∑
i∈It witgit

)
Zt, for t = 1, 2, 3, . . ..13 The chain-weighted series imply the same patterns

as the series in Figure 1—which is reassuring.14

2.3 Facts

The impulse responses implied by the SVAR, shown in Figure 2, closely mirror the unconditional

patterns shown in Figure 1. The gross margin and the inventory-to-sales ratio exhibit a strong negative

correlation, and the inventory-to-sales ratio persistently rises after a negative monetary policy shock.

Crucially, as is the case in Figure 1, the response of inventories shows a lag of about 10 months

vis-à-vis sales. The presence of this lag is significant at the 90 percent confidence level.

13We seasonally adjust the final series (in logs) using the LOESS-STL method; that is, we seasonally adjusts the obtain
index for COGS and Sales.

14S&P Compustat data is derived from quarterly earnings reports, which lag the macroeconomic series included in the
SVAR by approximately a month and a half. The lag arises because firms report earnings based on their own fiscal quarters
that typically do not align with the calendar quarters. The lag is i.i.d. across firms, as it depends on the incorporation date.
Accordingly, it adds a month a half lag to the aggregated series effectively reduces the frequency of the data. This poses
a measurement challenge, as further adjustments are needed to add gross margin series to our monthly-frequency SVAR.
To obtain both monthly series for gross margins and adjust the timing of earnings releases, our baseline specification uses
a simple approach of interpolating monthly values based on the adjacent quarterly values. The Online Appendix explores
an alternative and a more standard method: the Chow-Lin interpolation method based on payroll employment used as an
auxiliary variable, and a three-month forward moving averages to adjust the timing (Quilis, 2018). The results are similar.
The Appendix also shows that including margin series has little impact on the estimated impulse response functions, which
is reassuring that we do not disturb identification restriction by including lower frequency series.
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Figure 2: SVAR impulse responses to a monetary policy shock.
Notes: The figure shows impulse responses from a proxy SVAR including GS1 (one-year Treasury), EBP, CPI, real sales,
real inventories, and the average gross margin µ̄ constructed as described in Section 2. The response of the inventory-
to-sales ratio is computed from the component series and bootstrapped separately. Light shading denotes 90 percent
confidence bands; dark shading denotes 68 percent bands; the dotted line is the point estimate. A detailed list of data
sources is provided in the Online Appendix.

3 Theory

Time is continuous and indexed by t ∈ [0,∞). The economy evolves along a path determined by an

exogenous MIT monetary policy shock that occurs unexpectedly at t = 0 and sets the trajectory of

the discount rate {ρt} and the aggregate (retail) demand schedule {Dt(Pt) := D0tP
−ε
t }, where Pt is

the price level, ε > 0 is the aggregate demand elasticity, and D0t determines the level of aggregate

demand.15 There are three types of agents: distributors, shoppers (distributors’ representatives), and

producers. Producers are identical; they manufacture intermediate goods and sell them to shoppers

through atomless units called outlets. Distributors are identical; they send shoppers to match with

15Since the transmission of monetary policy to aggregate demand is not our focus, we abstract from it. A simple
representative-household model would predict an immediate “jump” in consumption demand after an interest-rate hike,
which is at odds with the gradual decline implied by the SVAR. Modeling that margin is unnecessary for the paper’s core
mechanism and we treat demand as exogenously determined by the monetary authority.
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producer outlets to buy intermediate goods and then produce final consumption goods, which they sell

in a centralized Walrasian retail market. The market-clearing retail price Pt determines the value of the

final good and, by extension, the value of intermediate goods and the match surplus for distributors.

Labor is the only input to production and is supplied elastically at a rigid wage v > 0. Technology

is linear in labor. The wage serves as the numéraire, but we retain v in the notation for clarity. In

the decentralized market with search frictions, we focus on pure-strategy, symmetric equilibria across

agent types.

3.1 Distributors and Shoppers

In every instance of time (t, t + dt], the representative distributor sends a mass of shoppers to search

for the intermediate good. Shoppers match with producers’ outlets, and each shopper brings one unit

of an intermediate good at t + dt. Shoppers follow the distributor’s policy and operate a shopping

technology that involves a fixed cost χv > 0 and a variable cost that depends on their search effort

(described below). Matches are transient and anonymous. The representative distributor is atomistic

and ignores any impact of her choices may have on the economy’s state.

Intermediate goods are differentiated at the match level. Specifically, a unit of output yields 1+η units

of the final good to a shopper, where η is an idiosyncratic preference shock realized upon meeting the

producer outlet. The preference distribution is exponential with mean η0 > 0, probability density

function (PDF) indicated by g(η) = η−1
0 exp(−η/η0), and cumulative distribution function (CDF)

indicated by G(η) = 1− exp(−η/η0).16

The total output of the final-good is equal to Qt

(
1 + Eπ{η}

)
, where the expectation depends on the

distributor’s policy function π (defined below). Accordingly, the distributor’s expected revenue is

PtQt

(
1 + Eπ{η}

)
, and costs include prices paid by shoppers and all search costs. The retail price Pt

16The preference shock specification builds on the ideas in Wolinsky (1986) and Anderson and Renault (1999)—who
introduced it in the context of Diamond paradox Diamond (1971). Our model is also related to the information-theoretic
modeling of targeted search by Cheremukhin and Restrepo-Echavarria (2020) and Cheremukhin et al. (2020). The main
difference is that ours specifies explicitly the technology for information acquisition. Their approach adopts information
theory as a measure of units of information and postulates a fixed cost per unit. The two approaches are analytically related
under exponential distribution for the preference shock. Similar features can also be found in Lentz et al. (2024).
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clears the retail market, which implies

Qt (1 + Eπ {η}) = Dt(Pt) ≡ D0tP
−ε
t . (14)

Since D0t is exogenous, we refer to Qt as aggregate demand.

3.2 Match surplus and the effective price

Having established the retail market equilibrium, we now characterize the surplus the distributor re-

ceives from each successful match. Consider a shopper who brings a good with a quoted price p̃t and

idiosyncratic shock η. The distributor’s gross surplus is

Pt(1 + η)− p̃t︸︷︷︸
quoted price︸ ︷︷ ︸

distributor’s surplus

= Pt − (p̃t − ηPt)︸ ︷︷ ︸
pt, effective price

. (15)

Therefore, pt := p̃t − ηPt is a sufficient statistic for the match. We refer to pt as the effective price.

The distributor’s policy function is an indicator function over measurable tuples (p̃, η), or equivalently

over effective prices p. But, as we show next, the distributor’s optimal policy function admits a rep-

resentation by a reservation effective price p̄t (the highest acceptable effective price), or, equivalently,

a search precision πt := Pr(pt ≥ p̄t) that shoppers must satisfy when searching for the lowest effec-

tive price. This is stated in the lemma below. The one-to-one mapping immediately follows from the

identity:

πt := Pr (pt ≥ p̄t) = Pr (p̃∗t − ηPt ≥ p̄t) = Pr
(
η ≤ p̃∗t − p̄t

Pt

)
= G

(
p̃∗t − p̄t
Pt

)
, (16)

where the last equality uses the fact that, in equilibrium, identical outlets all quote p̃∗t . Accordingly,

we can write the distributor problem as a maximization over the restricted set of reservation prices

or search precision policies. (All proofs are in Appendix A at the end, unless otherwise noted; Pr(·)

denotes the relevant probability measure.)

Lemma 1. The distributor’s optimal policy can be represented by a reservation effective price p̄t—the
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highest effective price a shopper may pay—or equivalently, by a search precision πt := Pr(pt ≥ p̄t) ∈

[0, 1] that the shopper must implement while searching.

Shopper Search.— Shoppers can draw a random effective price from the set of quoted prices within

an interval of order (dt)2 and at a unit resource cost c0v > 0. Because dt is infinitesimal, a shopper

can draw many quotes within (t, t + dt]. Because dt is infinitesimal, every shopper succeeds in ob-

taining a good by t + dt whenever the distributor’s policy admits a non-degenerate set of acceptable

prices—which it does in equilibrium. The next lemma gives closed-form expressions for the expected

search cost, the distributor’s surplus, and the reservation price as functions of search precision.

Lemma 2. Let 0 < πt ≤ 1 be the search precision associated with a feasible reservation effective

price p̄t. In equilibrium with a single quoted price p̃∗t , the expected search cost is

c (πt) = c0 (1− πt)
−1 , (17)

the implied expected surplus of the distributor is

st (πt) := (1− πt)
−1

∫
[0,p̄t]

(Pt − p) Pr(dp | p ≤ p̄t) = Pt (1 + η0)− p̃∗t − η0Pt log (1− πt) , (18)

and the associated reservation price is17

p̄t = p̃∗t − PtG
−1(πt) = p̃∗t + η0Pt log (1− πt) . (19)

Distributor Problem.— The distributor chooses the search precision π to maximize the expected

net surplus per match, st(π)− c(π)v, with st(π) and c(π) given by the Lemma 2. Free entry drives the

distributor’s profit to zero in equilibrium. With a fixed shopping cost χv per match, the equilibrium

net surplus must therefore equal this fixed cost, implying that

yt := max
0≤π≤1

{st (π)− c (π) v} = Pt − p̃∗t − η0Pt log

(
c0
η0

v

Pt

)
= χv. (20)

17The formula for Eπ{η} is not needed here but follows immediately from (18) (see Remark 1).
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The implied optimal precision is thus given by

πt = 1− c0
η0

v

Pt

, (21)

whereas the associated reservation effective price can be derived from (19).

Outlet-level Demand.— Shoppers accept matches at a Poisson rate that depends on the effective

price implied by the quoted price p̃t, their shock η, as well as the current distributor policy imposed

on them p̄t. Since all outlets quote the same price in equilibrium, and shoppers almost surely match

within infinitesimal interval (t, t + dt], the equilibrium arrival rate of accepting shoppers to an outlet

is

Λt =
Qt

Mt

, (22)

where Mt is the measure of outlets available for matching. Λt represents the outlet-level demand.

To determine the equilibrium quoted price p̃∗t , since producers have market power, we need to first

determine the demand function at the outlet-level. To find it, we consider a deviant outlet which sets

the price p̃ ̸= p̃∗t while all other outlets set the equilibrium price p̃∗t . Note that a shopper accepts the

deviant’s quoted price when p := p̃− ηPt ≤ p̄t, i.e.,

η ≥ p̃− p̄t
Pt

≡ p̃− p̃∗t + p̃∗t − p̄t
Pt

,

instead of η ≥ (p̃∗t − p̄t)/Pt for the equilibrium price quoted by other outlets. Consequently, the

deviant faces the customer arrival rate given by

λt (p̃, p̃
∗
t ) :=

Qt

Mt︸︷︷︸
Λt, aggregate demand

1−G
(

p̃−p̃∗t
Pt

+
p̃∗t−p̄t
Pt

)
1−G

(
p̃∗t−p̄t
Pt

)
︸ ︷︷ ︸

price impact functional

. (23)

We can now derive the demand elasticity evaluated at p̃ = p̃∗t , which is

∂p̃λt (p̃, p̃
∗
t )
∣∣
p̃=p̃∗t

λt (p̃∗t , p̃
∗
t )

p̃∗t = −
g
(

p̃∗t−p̄t
Pt

)
1−G

(
p̃∗t−p̄t
Pt

) p̃∗t
Pt

= −η−1
0

p̃∗t
Pt

. (24)
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where ∂p̃(·) denotes the partial derivative with respect to the subscript argument. We adopt the expo-

nential distribution because it yields constant-markup pricing in the static benchmark-via the memo-

ryless property g/(1−G) = 1/η0. The preceding expressions fully characterize outlet–level demand

faced by any producer. We now turn to the producers’ problem, which uses this demand function to

determine optimal outlet pricing and inventory policies.

3.3 Producers

Producers set up outlets to match searching shoppers; they own the outlets and choose their pricing

and production policies optimally to maximize total profits. As with distributors, each producer is

small enough to ignore the impact of her decisions on the aggregate state.

The key friction is that outlets attract shoppers only when they have inventory available for sale (fin-

ished goods or raw materials, depending on the sector). Throughout, we assume that inventory holding

(warehousing) costs are sufficiently high so that, on equilibrium, outlets optimally hold a single (nor-

malized) unit of stock. We formally state this assumption at the end of the section as it requires

additional notation. Accordingly, outlets in our model transition between two idiosyncratic states: a

production state (no stock, no customer) and a marketing state (one unit of stock, search).

Let Mt be the measure of outlets in the marketing state (as in (22)), and Nt the measure in the produc-

tion state. Heuristically, think of the marketing state as representing a unit that has inventory—either a

finished product or raw materials that enable it to produce on time for a prospective customer. In man-

ufacturing business-to-business setting, the first interpretation is more natural, but in retail/wholesale

setting, the second interpretation is also valid. In either case, Mt is the economy-wide inventory stock

and Mt/Qt ≡ Λ−1
t is the inventory-to-sales ratio.

Producer Problem.— The value of an outlet evolves dynamically because outlets are long-lasting.

In the marketing state, the value of an outlet follows the HJB equation given by

ρtV1t = −(ζ0 + ζ)v +max
p̃

{λt (p̃, p̃
∗
t ) (p̃+ V0t − V1t)} − δV1t + V̇1t. (25)
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The left-hand side is the opportunity cost of holding the outlet. On the right-hand side ζ0v ≥ 0

represents the flow maintenance cost of the outlet; ζv ≥ 0 is the variable inventory holding cost;

λt(·)
(
p̃ + V0t − V1t

)
is the expected revenue plus the capital loss from the transition to the unstocked

state upon sale; −δV1t reflects the Poisson destruction at rate δ > 0;18 and V̇1t is the capital gain/loss

from aggregate dynamics. The optimal quoted price thus satisfies

p̃t = V1t − V0t −
λt (p̃t, p̃

∗
t )

∂p̃λt (p̃t, p̃∗t )
. (26)

In other words, the optimal price equals the value premium of a stocked unit V1t−V0t minus a markup

term governed by the local demand elasticity. In the production state, the value of an outlet V0t evolves

according to

ρtV0t = −ζ0v + max
0≤τ̂≤τ

{τ̂ (−v + V1t − V0t)} − δV0t + V̇0t. (27)

Shoppers ignore these outlets (do not see them). Accordingly, V0t is associated with capital gains

from transitioning to marketing, which arrives at the chosen, but constrained by a Poisson rate τ̂ ≤ τ .

The flows on the right include the maintenance cost ζ0v and the one-time production cost v when

production arrives. The optimal production rate policy is bang-bang:

τ̂t =

τ if V1t − V0t ≥ v,

0 otherwise.
(28)

Entry and Exit Conditions.— Producers choose the outlet entry rate at ≥ 0 (creation of new

outlets) and the outlet liquidation rate dt ≥ 0. Entry is a Poisson process with a sunk cost ϕv upon

realization. If at ≥ δ, producers incur a convex flow cost κa(at−δ)2(Mt+Nt) with κa > 0 (no cost if

at < δ). Liquidations are discretely costless but entail a flow cost κdd
2
tNt with κd > 0. For tractability,

we impose convex adjustment costs and focus on the limiting case κd → 0. This avoids the need to

introduce a Dirac delta function, and it is without loss of generality. For simplicity, we assume that

liquidations occur among outlets in the production state Nt, so V1 > V0 on the equilibrium path.

18If the outlet depreciates, the stock becomes worthless; This simplification is not quantitatively important and saves nota-
tion.
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Producers choose at, dt to maximize the value of the portfolio:

Wt := max
a≥0,d≥0

{
V1tMt + V0tNt + |at|(Mt +Nt)(V0t − ϕv)− κaa

2
t (Mt +Nt)− |d|NtV0t − κdd

2Nt

}
.

(29)

The first-order conditions are: dt = −1
2
min{V0t, 0}/κd and at = δ 1{dt=0} +

1
2
max{V0t − ϕv, 0}/κa.

The stock of outlets evolves according to the law of motion:

Ṁt = τ̂Nt − ΛtMt − δMt, (30)

Ṅt = ΛtMt − τ̂tNt − (δ + dt)Nt + at(Mt +Nt). (31)

For producers to neither liquidate nor create outlets, it is necessary that the value of an unstocked

outlet lies between the value of immediate liquidation and the value of outlet creation, 0 < V0t < ϕv.

This interval is the model’s inaction region: producers keep existing outlets even when demand shifts.

The existence of this region follows from the sunk entry cost ϕv and is central to the slow adjustment

of inventories that drives the main mechanism.

Inventory Holding Costs.— We impose a lean-inventory assumption: inventory–holding costs are

high enough that it is never profitable for an outlet to produce while already stocked (in the marketing

state). In the calibration, we set them at the minimum levels consistent with this condition and report

the calibrated values.

To formalize this assumption, we introduce two auxiliary value functions, (V +
1t , V2t) which describe

off-equilibrium situations in which an outlet produces while in the marketing state or carries two units

of inventory. Their dynamics satisfy

ρtV
+
1t = − (ζ0 + σζ0 + ζ) v + max

p̃,τ̂≤τ

{
τ̂
(
−v + V2t − V +

1t

)
+ λt (p̃, p̃

∗
t )
(
p̃+ V0t − V +

1t

)}
− δV +

1t + V̇ +
1t ,

ρtV2t = − (ζ0 + σζ0 + 2ζ) v +max
p̃

{
λt (p̃, p̃

∗
t )
(
p̃+ V +

1t − V2t

)}
− δV2t + V̇2t.

Here V +
1t is the value of producing while in the marketing state, and V2t is the value of two units

available for sale. The parameter 0 < σ ≤ 1 is the share of maintenance cost ζ0 needed to expand

warehousing to two units, while 2ζ is the proportional increase in variable inventory costs. We assume
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the following.

Assumption 1 (A1). In steady state, ζ or σ are such that V +,ss
1t ≤ V ss

1t .

3.3.1 Equilibrium

We are now ready to define the equilibrium. We focus on the perfect foresight equilibrium.

Definition 1. Given {ρt, D0t} and the initial state {M0, N0}, a perfect foresight equilibrium consists

of paths of: (i) prices {p̃∗t , Pt}; (ii) demand functions {λt(·, ·)}; (iii) the distributor’s policy {Qt, πt};

(iv) outlet masses {Mt, Nt}; (v) outlet values {V0t, V1t}; and (vi) producer entry/liquidation policies

{dt, at}, such that (14), (16), (20), (21), (23), (25), (26), (27), (28), (29), and (31) all hold.

Steady state (stationary) equilibrium is defined analogously but assuming a constant path D0t ≡ Dss >

0 and ρt ≡ ρss > 0, and requiring a constant path for Nt = N ss. The next assumption guarantees its

existence and uniqueness. An assumption is required to ensure distribution can break even (costs are

too large to shut down the economy).

Assumption 2 (A2). c0 1−η0
η0

< τ−1(ϕ (δ + ρ) + ζ0 + τ) + χ.

Lemma 3. Steady-state equilibrium exists and is unique.

4 Analytic Results

This section discusses the key mechanism analytically. We focus on a pure permanent demand shock

illustrated in Figure 3. As shown, D0t implies either a discrete drop in aggregate demand Qt by

∆Q < 0 at t = 0, or a sufficiently steep decline on [0, t′] that approximates such a jump. The

notion of a ‘sufficiently steep’ used here is that the outlet depreciation rate cannot reduce supply fast

enough to match the decline in demand, ensuring that the demand per outlet decreases. Importantly,

for simplicity, we hold ρ at the steady-state level. There are additional effects coming from the direct

impact of the discount factor, which we briefly discuss at the end. In case of monetary policy shocks

they work against of what we are finding and are thus of secondary importance.19

19Figure 7, reported later in the paper, plots the impulse responses from our calibrated demand shock and calibrated model
that best fits the SVAR-implied response of the inventory-to-sales ratio. The figure also decomposes the demand channel
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Figure 3: Assumed pure demand shock path in the model analytics.

Notes: The figure shows the shock used for the analytical characterization in Section 4.

We begin by discussing sources of markup variability.

4.1 Procyclical and Variable Markups

Define the value of a stocked outlet (marketing state) relative to an unstocked one as Xt := V1t − V0t.

Subtracting HJB from unstocked outlet (27) from that for a stocked outlet (25), observe that

ρXt = −ζv + max
0≤τ̂≤τ,p̃

{λ(p̃, p̃∗t )(p̃−Xt)} − τ̂(Xt − v)− δXt + Ẋt. (32)

and hence the markup is

µt :=
p̃∗t − v

v
=

Xt − v

v
+ η0Pt. (33)

Accordingly, the markups move with (i) the additive term linked to the retail price Pt, and (ii) the user

cost of the outlet, Xt − v. (In the steady state, Xss − v = v
(
ζ0 + ϕ(δ + ρ)

)
τ−1, i.e., the expected

warehousing costs plus the financing of the sunk cost over the production horizon.)

Xt and µt are jointly determined, which means that (33) only partially reveals the economic forces that

shape pricing decisions in our model. For expositional simplicity, let us set ζ0 = ζ = 0 and note that,

substituting V0 from (27) into (25), gives the following equivalent representation of the producer’s

(“Model constant ρ”) from the direct interest-rate channel (“Model SVAR ρ”). While the direct rate effect matters quan-
titatively, it does not change the qualitative propagation described here. The duration of the inaction region is labeled T :
for t ∈ [0, T ], we have 0 < V0t < ϕv.
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maximization problem:

ρV1t = (ρ+ δ)−1max
p̃

p̃− vτ (δ + ρ+ τ)−1 + T (p̃, p̃∗t )V̇1t +T0V̇0t

T0 + T (p̃, p̃∗t )
, (34)

where T (p̃, p̃∗t ) := λt(p̃, p̃
∗
t )

−1 corresponds to the expected arrival time of a customer and T0 :=

(δ+ρ+ τ)−1 can be interpreted as the discount rate-adjusted expected time to restock. The numerator

is the gross profit of a unit sale (including depreciation/discounting/capital gains), and the denominator

is the total time per unit sale (time to sell plus time to restock). The first-order condition derived from

this problem gives

p̃ = vτ (δ + ρ+ τ)−1 + ε(p̃, p̃∗t ) +T0Ẋt, (35)

where

ε(p̃, p̃∗t ) :=
T0 + T (p̃, p̃∗t )

∂p̃T (p̃, p̃∗t )
⇒ ε(p̃∗t , p̃

∗
t ) = η0Pt (1 + ΛtT0) , (36)

Although it’s a fixed point, the above equations help isolate the key forces within the model. To see

this, note that if the expected restocking (production) time is zero (T0 = 0), (35) collapses to the

standard static monopoly price condition: p̃ = vτ(δ + ρ + τ)−1 + η0Pt, implying that markups are

constant and independent of outlet-level demand Λt. Accordingly, any departure from this standard

result must come from T > 0 (the fact that it takes time to restock). The exponential preference shock

distribution alone implies constant elasticity of demand, which is why markups are constant when

(T0 = 0).

What happens when the expected restocking time becomes positive T0 > 0? The key feature to note

is that profit in the model depends on customer turnover time, and not just the customer arrival time.

In particular, customer turnover includes the restocking time. By changing the price, the firm can

only affect the arrival time of customers but not the restocking time, which the key consideration that

results in varying effective profit elasticity with respect to price.

To see this clearly in the above expressions, note that when the waiting time for a customer is very

long, the constant T0 > 0 matters little in relation to that time, and so the price affects customer

turnover almost as much as in the CES benchmark featuring T0 = 0. But that is not the case when

customers arrive quickly, which generally corresponds to higher markups. In that case, restocking
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time is key and change in the price does not have much of an effect on customer turnover because

T0 > 0 is big in relation to the arrival time of a customer. Effective demand elasticity rises and the

firm wants to raise the price. This mechanism links the markup to the level of demand per outlet (Λt

) and makes them time-varying. To the best of our knowledge, it’s a novel mechanism for variable

markups and it applies to services as well: e.g., a salon, dentist, or restaurant. The key is that serving

a customer takes time per unit of capacity.20

General equilibrium considerations amplify the discussed above partial-equilibrium mechanism. This

is apparent from the fact that a higher p̃ leads to a higher retail price P and this increases p̃. However,

closed-form solutions are intractable. We restort to a first-order expansion of the last term in (20)

around the steady state,

log

(
c0
η0

v

Pt

)
≈ log

(
c0
η0

v

Pss

)
+

(
Pt

Pss

)−1

− 1, (37)

where P ss is the steady-state retail price, and obtain the following approximate characterization of the

general equilibrium response of prices and markups:

Lemma 4. To a first-order approximation around steady state,

p̃∗t ≈ Xt (1 + Θ) + vΘΓ, Pt ≈
Xt + vΓ

η0
Θ, (38)

where Γ := η0P ss

v
+ χ > 0 and Θ := η0

(
1 + η0P

ss log
(

c0
η0

P ss

v

))−1

> 0.

Having established how time-to-produce creates variable markups, we now turn to inventories.

4.2 Countercyclical Inventory-to-Sales Ratio

The key result we derive here is that the inventory-to-sales ratio correlates negatively with markups

and margins—consistent with the data (within the class of models defined in Section 2). Since the

key friction is the fixed cost ϕv > 0, to best highlight the model’s mechanism, we compare two polar

20For conceptually related work along these lines, stressing the relevance of such features in explaining the data more
broadly, see Bai et al. (2024).
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cases: (i) the frictionless model with ϕ = 0; and (ii) the baseline model with ϕ > 0 (as noted earlier, all

results are reported for the limit case (κa, κd) → 0). The frictionless model of an independent interest

because it is essentially a simplified version of BK model with search-theoretic microfoundations.

As we show, the baseline model overcomes its core implication derived by BK, regardless of the

parameter values, and even when profit margins moved more than the model predicts (to a point when

it begins to trigger liquidations).

4.2.1 Frictionless Case

Without the friction, the value of stock is constant: Ẋt = 0 for all t. This follows from the fact that

zeroing out the sunk cost implies V0 = ϕv = 0, which, by (27), leads to Xt = τ−1 (ζ0 + τ) v. By

Lemma 4, then, markups are constant.

Intuitively, what happens here is that producers perfectly control the stock Mt through entry and exit

margins (at, dt). In particular, at an instant in time, they can set infinite entry rate and liquidate outlets

at an infinite rate thereafter to get rid of those that did not stock. In effect, our model collapses in

this case to a standard inventory framework in which the physical notion of outlets is immaterial—as

noted, a microfounded analogue of BK.

While markups are constant, their variation can still be induced via the parameters of the search

technology, or the assumed distribution of the preference shock. In other words, we can consider

within this model another shock that is correlated with demand shock and only affects prices. This

extension reveals the key point made by BK: procyclical markups are fundamentally incompatible with

the countercyclicality of the inventory-to-sales ratio. In our framework, this is clear from equations

(32) and (38), which together imply

Λ−1 =
M

Q
=

ζ0 + τ (1 + Γ)

τ (δ + ζ + ζ0 + ρ) + ζ0(δ + ρ)
Θ. (39)

As noted, if markups moved for any reason that leaves the HJB equations intact and moves Θ or Γ

(Lemma 4), the inventory-to-sales ratio would move in the same direction and be positively correlated.

As we show next, the assumption of free entry of outlets and hence the detached nature of inventory

from customer acquisition and production is critical for this result. That is, our baseline model breaks
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and overturns this link.

4.2.2 Baseline Model

We now discuss the main analytic result of our paper, which we summarize in the following proposi-

tion. We sketch the proof in text and discuss the key intuition along the way.

Assumption 3 (A3). ζ < τ + (c0 + χ)(δ + ρ+ τ).

Proposition 1. If ϕ > 0, the inventory-to-sales ratio and the markup exhibit a strictly negative cor-

relation: the former rises and the latter falls, with both gradually returning to steady state after a

sufficiently long period of time.21

To prove the above result, guess and (later) verify that the assumed aggregate demand shock induces

a transient drop in outlet-level demand Λ of the following form:

Λ̇t ≡ (Λss − Λt)ht ⇒

Λ̇t > 0 Λt < Λss,

Λ̇t < 0 Λt > Λss,
(40)

where ht > h > 0 is some continuous and bounded away from zero function of time. Intuitively,

this asserts that the shock reduces outlet-level demand, but demand on the outlet level is expected to

eventually recover.

By (32) and (38), observe that the value of the stock follows the differential equation:

Ẋt = Xt

ρ+ τ + δ −ΘΛt︸ ︷︷ ︸
a1>0

− v

τ − ζ +ΘΓΛt︸ ︷︷ ︸
a0>0

 . (41)

Therefore, if ζ is not too high, the assumption 3 ensures that both coefficients are strictly positive, as

we show in the corollary below:

Corollary 1. If τ > ζ − (c0 +χ)(δ+ ρ+ τ), a1 := ρ+ τ + δ−ΘΛ > 0 and a0 := τ − ζ +ΓΘΛ > 0.

21The result generalizes to the complementary case of Assumption 3, but we omit this case because it represents a parame-
terization that is not relevant.
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Figure 4: Phase Diagram for Proposition 1.

Let X̄(Λ) be the locus with Ẋ = 0 in (41). In general equilibrium, recall from Lemma 4 that

µt ≈
Xt (1 + Θ)− v

v
+ΘΓ; (42)

which in conjunction with Corollary 1 and equation (41) impliesẊt > 0 Xt > X̄ (Λ) , µ∗
t > µss

Ẋt < 0 Xt < X̄ (Λ) , µ∗
t < µss.

(43)

Accordingly, the dynamics of the resulting system can be analyzed in a two-dimensional phase di-

agram, shown in Figure 4. The vector field is determined by (43) and the right-hand side of (40),

while the loci Ẋ = 0 and Λ̇ = 0 come from (41) and (40), respectively. Importantly, the shaded

region marks the area where the markup is below its steady-state level, as implied by the formula

stated above. The key observation is that the stable manifold is in the bottom-left quadrant relative to

the initial state (“Eq. path”). Along this path, the markup falls below its steady-state value until the

economy recovers. This establishes the proposition up to the assumed path for Λ. If liquidations are

not triggered by the shock, verifying this assertion is straightforward: Λt = Qt/Mt and Mt fall at rate
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δ without intervention, and Λt recovers at rate δ and eventually returns to the steady state. Once the

steady state is reached, V0t = ϕv and, by the FOCs from (29), Mt no longer declines. As for the case

with liquidations, the argument is more nuanced but also straightforward conceptually. The key is that

there is an initial burst of liquidations, but these liquidations only keep the value of an outlet at zero

and thereafter the same dynamics applies thereafter. We relegate this case to Appendix A at the end.

The intuition behind Proposition 1 should not be clear. After a transient fall in demand, profit-

maximizing producers retain existing outlets because the shock’s duration is shorter than the outlets’

useful life. Formally, V0t falls but remains positive, implying that liquidations are suboptimal. Even

if liquidations do occur, it only bring V0t to zero, and then inaction resumes thereafter, at which point

the same dynamics applies. In either case, for some time the producers hold an excess mass of outlets

relative to the world in which they could create them anew. If that’s the case, the profit-maximizing

choice is to utilize them by maintaining inventory. As a result, inventory declines at rate δ, which is

slower than sales (by assumption), which means that the inventory-to-sales ratio rises. Importantly,

this mechanism entails endogenous amplification: the slowdown in sales moves more outlets from

production to marketing than vice versa, and so by (31) inventory per outlet increases even more.

Two points merit discussion in relation to the frictionless model. First, the baseline model does not

break the link between markups and inventories. In fact, ceteris paribus lower markups—via Γ or Θ

in (38)—still induce a positive correlation between markups and the inventory-to-sales ratio. This is

clear from the analog of (39) derived for the baseline model:

Λ−1
t =

Xt + vΓ

Xt(δ + ρ+ τ)− Ẋt + v(ζ − τ)
Θ. (44)

Instead, the key to the result is that the first term on the right-hand side is endogenous, and it always

overturns that partial correlation—underscoring the robustness of the mechanism. Intuitively, inaction

is either there or it isn’t. In this sense, it is not a quantitative result of two forces competing for

dominance, but a qualitative result; at the same time, the link between inventories and markups is still

there, as one would logically expect.

While the transient nature of the shock is critical for the mechanism, it is important to note that the

notion of transient only pertains to outlet-level demand and not aggregate demand. As a result, all
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shocks are transient. Formally, we only require that Λt and ρt are expected to return to their initial

values, not Qt or Mt. For completeness, Figure 7 plots the impulse responses to a calibrated demand

shock that fits the SVAR-implied impulse response of the inventory-to-sales ratio. It shows precisely

this point: neither M nor Q return to the steady state, and only Λ does. The figure also examines the

role of the discount rate ρ, which we kept fixed. In particular, it considers two scenarios: the baseline

considered here, labeled ‘Model constant ρ’, and a model that assumes the SVAR path for the interest

rate, labeled ‘Model SVAR ρ’. The interest rate has an impact, but they only affect the recovery after

the inaction period ends, and its duration, not what happens during the inaction period (T marks the

end of inaction in the figure).
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Figure 5: Impulse responses to the calibrated demand shock in the (calibrated) model.
Notes: The figure shows impulse responses implied by the calibrated model to a demand shock (top-left panel). The
path of the demand shock, {Qt}, is set to match the the smoothed out path of the inventory-to-sales ratio implied by the
SVAR, which maps onto Λ−1

t in the model. The figure considers two calibrations: 1) ‘Model SVAR ρ’ assumes SVAR
path for ρt. 2) ‘Model constant ρ’ assumes fixes steady state value for ρ. The response of markups and prices for both
models is shown in Figure 6.
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Table 1: Calibrated Parameter Values.

η0 c0 δ ϕ χ τ (ζ0, ζ, σ) ρss Γ Θ (κa, κd)
.088 .056 4× 10−4 .78 .7 .5 (0.095, 0, 0.57) 7.94× 10−3 .87 .081 (90.9, 0)

5 Quantitative Results

This section shows that the proposed theory can match impulse responses from a proxy SVAR from

Section 2. The key virtue of our framework is that the rise in the inventory-to-sales ratio serves as a

sufficient statistic for identifying demand shocks, allowing us to map the model directly onto the data.

We now calibrate model parameters and show that demand shocks identified by the VAR reproduce

the observed ten-month lag between sales and inventory adjustment.

5.1 Parameterization

The period length for calibration is one month (t = 1 means that one month has passed). In terms

SVAR variables, we associate (real) sales with Q, real inventory stock with M , the CPI with P , and

the nominal value added (nominal GDP) with PtQt

(
1 + E{η}

)
.22 Unlike in the analytical section, to

mirror our empirical setup in Section 2, we measure the gross margin/markup in logs, as log(p/v).

Table 1 lists the parameter values.

Steady State Targets.— We set the steady-state discount rate ρss to match the weighted-average

real cost of capital (WACC) of 10 percent per year (converted to a continuously compounded rate via

logs). We set τ to match the average delivery delay of 60 days reported for U.S. manufacturing—two

model periods.23

We calibrate χ, η0, c0, ϕ, ζ0 and the auxiliary parameters Θ and Γ to jointly match five data targets (this

mapping is analytic; see the Online Appendix B for derivation and the formulas):

(1) Distribution margin (38 percent). In the model this target corresponds to (P ss − p̃∗ss)/p̃∗ss. We

22In our calibration, Eπ{η} = 0.26.
23For WACC by industry, see Aswath Damodaran’s data listings. Delivery delays are from Deloitte Research Center for
Energy & Industrials (2024), based on ISM data (Figure 4); the 60-day figure is stable over 2015–2019 in earlier reports.
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compute this target using the 1997 BEA domestic-supply-of-commodities I–O table (15 industries)

together with the input-output I–O use-of-commodities (use) table, focusing on manufacturing and

aggregating trade/distribution margins associated with manufacturing commodities (as described in

the Online Appendix). The procedure account for the Leontief’s inverse “re-circulation” of manufac-

turing goods used as intermediate inputs within the manufacturing sectors. The implied multiplier is

1.38.24

(2) Gross profit margin (37 percent). In the model this corresponds to (p̃∗ss − v)/v. We calculate the

data counterpart as gross surplus/value added in producer prices for manufacturing, wholesale, and

retail sectors in the 1997 use I–O table.

(3) Inventory-to-sales ratio (1.5). We target M ss/Qss and obtain data target from the same series that

we used for the SVAR.

(4) Producer “sales infrastructure” share (25 percent). In the model this corresponds to (ϕδ +

ζ0(M
ss + N ss))/(τN ss). Cost-weighted SG&A-to-sales for manufacturing firms in Compustat is

about 16 percent over the SVAR sample, Compustat firms produce gross output (sales) while firms in

our model produce value added, which leads to a mismatch. The ratio of gross output to value added is

2.9 in manufacturing (1997 tables). Our preferred approach, maintained throughout, is to remove only

manufacturing goods from gross output and treat other intermediate goods as if they were produced

by manufacturing sector, which gives a 1.5 multiple and 25 percent target (1997 tables in producer

prices used).

(5) Average number of quotes (3). This target corresponds to (1 − πss)−1 in the model. We set an

arbitrary target based industry best practice of receiving three quotes before making a purchase. The

results are similar with two or four (see Online Appendix B, Section D).

We set ζ = 0 and choose σ to satisfy Assumption 1. Under this approach, the assumption 1 does not

affect the equilibrium path implied by the model, which is why we favor this approach. The minimal

value is σ = 0.64, implying that roughly 2.25 percent of the value produced by manufacturing and

trade is needed to double economy-wide warehousing capacity—reasonable for structures, land, and

24We do not include margins on non-manufacturing commodities that enter manufacturing as intermediates, consistent with
our model of manufacturing content produced at fixed factor cost v. Under that interpretation, it would capture markups
of related parties, which is not of interest here.
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related inputs. We consider it reasonable, although there is no reference point for this number, and we

force lean inventories (largely to gain tractability and obtain a sharper mapping between the inventory-

to-sales in the data and in the model).

Dynamic Targets.— We set the remaining parameters (δ, κa) and calibrate the shocks using SVAR

impulse responses reported in Section 2.

In particular, δ governs the rate at which sales and production fall toward the trough in Figure 6, while

κa governs the rate of recovery. We select δ and κa to match the decline and recovery within the

12-month window around the sales trough in the SVAR.

To calibrate the discount-rate path {ρt}, we target the SVAR impulse response of the sum of the

one-year T-bill rate and the EBP. We assume that after 50 months the rate reaches (or is expected to

converge to) steady state. Using the expectations theory, we back out monthly rates and convert them

to continuously compounded rates. We fit a third-degree polynomial to obtain a continuous-time input

for solving the differential equations (Online Appendix B provides more details).

To calibrate the aggregate-demand path {D0t}, we target the SVAR trajectory of the inventory-to-

sales ratio Λ−1 = Mt/Qt. We fit a two-piece third-degree polynomial to the positive and the negative

portions of the empirical impulse response, imposing continuity at the connection point.25 The fitted

polynomials yield the model inputs reported in Figure 6 (Online Appendix B provides more details).

Solution Algorithm.— Under the stated calibration, the model is block-recursive; that is, the state

of the economy does not enter the decision problem. In particular, given Λ and ρ, the HJB system

(25)–(27) can be solved forward using the steady state as the terminal condition. The laws of motion

for M and N then follow from (31), (28), and firm value maximization in (29). We solve these

differential equations forward using the steady state as the initial condition. Because entry intensity at

and recovery speed depend on V0t via the FOC at = δ + 1
2
(V0t−ϕv)

κa
, κa is identified from the SVAR to

match the initial pace of the recover.

25The first polynomial covers months t = 0–25 (positive portion), and the second covers t = 25–60 (negative portion);
continuity is imposed at t = 25.
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Figure 6: Comparison of model impulse responses to the SVAR from Section 2.
Notes: Notes to Figure 2 apply. The figure shows impulse responses from the calibrated model compared to those implied
by the SVAR in Section 2.

5.2 Results

Figure 6 reports the results. As is clear from the figure, the model generates an about 10-month lag in

inventory adjustment relative to sales, consistent with the data. The inventory-to-sales ratio is matched

by construction, via the calibrated demand path for the outlet level demand shock. Markups decrease,

which yields a negative correlation with the inventory-to-sales ratio. Quantitatively the model under

this calibration does not imply large movements of markups. This helps match the relatively muted

CPI response, but arguably CPI is not a good measure for price P in the model.

Decomposing the two channels through which monetary policy operates—‘Model SVAR ρ’ versus

‘Model const. ρ’—shows that interest-rate dynamics notably shortens the inaction period (see also

Figure 7, where the action interval is denoted by T ). This is not surprising. Higher anticipated rates

lower the value of the inventory stocks at the onset, bringing V0t closer to the entry/exit thresholds.

The model predicts a similar delay in response to demand contractions that are accompanied by falling
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interest rates (e.g., fiscal expansions).

Our model assumes permanently rigid nominal wages, so inventories and sales do not return to their

initial levels unless a reverse shock occurs thereafter. The rebound in inventories and sales is driven

only by declining interest rates after roughly 20 months (overshooting), and this is insufficient to

restore the initial values. A longer decline in interest rates than the one implied by the SVAR would

be required to bring about full recovery. In general, our model is ill-suited to speak to the recovery

process, and the focus here is on a one-year horizon.

6 Robustness and Extensions

This section discusses the robustness of our results and several additional considerations that our

analysis may raise.

Recessions versus Expansions.— We focus on recessionary demand shocks because the largest

spikes in both margins and the inventory-to-sales ratio are most evident during significant downturns.

However, qualitatively, the same mechanism operates in expansions and inventory accumulation in

the aggregate data is delayed relative to sales. The mechanism during booms is similar. Although the

inaction zone lies below the steady-state value of V0, a transient demand expansion still leaves a portion

of the value of a new outlet tied to periods when it will no longer be needed. Even with frictionless

entry (κa → 0), the adjustment at the entry margin is only partial, so the qualitative dynamics carry

over. With firm-level heterogeneity (idiosyncratic demand shocks), some firms would arguably remain

in the inaction region even in booms; expansionary shocks shorten the duration of inaction for such

firms, yielding even more symmetric implications.

Cyclicality of Real Wages.— Since nominal wages are sticky, a drop in Pt increases the real wage.

Empirically, real wages are known to be acyclical or mildly countercyclical (e.g., Christiano et al.

1997). Our extended proxy SVAR confirms this pattern (see Online Appendix B for more details).

However, quantitatively, this discrepancy is small and well within the confidence bands of the SVAR.

Note also that our linear technology abstracts from endogenous movements in the marginal product of
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labor, which may help close the gap. In particular, if instead we had v = wL−(1−α) with a slow-moving

capital stock, even with some nominal wage adjustment v could remain approximately constant be-

cause labor input would fall. In the model, measured labor productivity falls with reduced utilization

of outlets, and therefore the overall productivity would not decrease as much as in a frictionless model.

Nominal Wage Rigidity versus Adjustment.— As argued by Kryvtsov and Midrigan (2013), when

firms anticipate lower future nominal wages (or more generally lower future unit costs), this can induce

a reduction in inventories, worsening the performance of the model. We shut down this channel down

by imposing nominal wage rigidity, effectively abstracting from this channel. The reason why we do

so is because it is not clear that this mechanism is operational in the data and would have limited bite

in the model due to indivisibility and lean inventories. As for the data, nominal wages rarely fall in

recessions. For example, during the Great Recession, the Employment Cost Index (ECI) for private

workers rose about 3.5% in nominal terms; the Personal Consumption Expenditures price deflator

rose about 1%, so real wages measured by their ratio increased 2.5%. Unit labor costs declined only

slightly (≈ 1%). Even modest inventory holding costs can offset such small gains.

Measurement of Variable Costs.— Our empirical analysis uses COGS as a proxy for variable

production costs, following De Loecker et al. (2020). One measurement concern here is that there

are quasi-fixed inputs in COGS, which polluts measurement. To illustrate the effect of such mis-

measurement, consider a Cobb–Douglas technology Y = V αF βF ζ0
0 , where V is truly variable, F, F0

are fixed at business-cycle frequencies, and F is mistakenly included in COGS. With factor prices

v, f, f0 taken as given and markups driven by output price p, a log-linearization around a flexible

steady state gives rise to a wedge that could affect the results:

log

(
Markup

Markupss

)
= log

(
Margin

Marginss

)
− β

α

1

α + β
log

(
Y

Y ss

)
︸ ︷︷ ︸

wedge

. (45)

However, the key issue with this argument is that reversing the correlation between markups and

margins does not call for some mismeasurement but a significant mismeasurement. If that is the case,

many issues airse.
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To see this, note that flipping the correlation between implied markup by Figure 1 (for the Great

Recession), roughly requires β > 0.3, and this implies α < 0.4 instead of α = 0.7 in the absence of

mismeasurement.26 But in that case the marginal cost becomes about five times more volatile relative

to output—since the standard deviation of the marginal cost to output scales with (1 − α)/α. A host

of issues arise when the variable marginal cost schedules are so steep. For example, employment

would not move over the unless the economy is hit by a massive shock. Matching the volatility of

employment is already a challenge (Kehoe et al., 2022).

However, while reversing the positive comovement between margins and markups seen in Figure 1

during the Great Recession is possible, it is problematic. Our back-of-the-envelope calculation implies

β ≳ 0.3 (hence α ≲ 0.4 instead of α ≈ 0.7), absent mismeasurement.27 Such parameter values make

the marginal cost five times more volatile relative to output (∝ (1−α)/α), leading to steep marginal-

cost schedules that create well-known macro inconsistencies and, in the inventory context, break the

inference from inventory dynamics to countercyclical markups.

7 Conclusions

We have shown that inventory stocks in the data exhibit a lagged response to demand shocks. We

have shown how shifting the focus from levels to timing can help disconnect inventory dynamics from

markup dynamics. Our mechanism rests on the natural complementarity between inventories and irre-

versible sales-enabling intangible capital, connecting frictions of accumulating sales-enabling capital

to inventory dynamics. This framework suggests that understanding business cycle phenomena may

require greater attention to the interplay between tangible and intangible assets, and how properties of

intangible investment can propagate through firm operations.

26 Consider the following back-of-the-envelope calculation. The production function exhibits constant returns to scale
(α + β + ζ = 1)—after accounting for all fixed factors—and that pure profits are approximately zero. Since (Sales-
COGS)/COGS≈ 0.7 before the Great Recession for the firms shown in Figure 1, for the stated production function this
implies α = 0.7 when β = 0. Given that the gross margin is nearly as volatile as (real) sales in Figure 1, flipping the
positive correlation between margins and markups implied by this figure requires β

α
1

α+β is about 1, according to (45).
Setting it equal to 1 gives: α ≤ 0.41, β ≥ 0.29.

27 Assume constant returns (α + β + ζ0 = 1) and approximately zero pure profits. Since (Sales–COGS)/COGS≈ 0.7
pre-Great Recession for the firms in Figure 1, we have α ≈ 0.7 when β = 0. Given that the gross margin is nearly as
volatile as (real) sales in that figure, flipping the sign in (45) requires β

α
1

α+β ≈ 1, implying α ≤ 0.41, β ≥ 0.29.
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Transmission Mechanism: A Heterogeneous-Agent Perspective,” The Review of Economic Studies,

87, 77–101.

CAVALLO, A. AND O. KRYVTSOV (2023): “What Can Stockouts Tell Us About Inflation? Evidence

from Online Micro Data,” Journal of International Economics, 146, 103769.

CHEREMUKHIN, A. AND P. RESTREPO-ECHAVARRIA (2020): “Wage Setting Under Targeted

Search,” Working Paper 2020-041D, Federal Reserve Bank of St. Louis.

CHEREMUKHIN, A., P. RESTREPO-ECHAVARRIA, AND A. TUTINO (2020): “Targeted Search in

Matching Markets,” Journal of Economic Theory, 185, 104956.

CHRISTIANO, L. J., M. EICHENBAUM, AND C. L. EVANS (1997): “Sticky Price and Limited Partic-

ipation Models of Money: A Comparison,” European Economic Review, 41.

CROUZET, N. AND J. EBERLY (2023): “Rents and Intangible Capital: A Q+ Framework,” The Journal

of Finance, 78, 1873–1916.

DE LOECKER, J., J. EECKHOUT, AND G. UNGER (2020): “The Rise of Market Power and the

Macroeconomic Implications,” The Quarterly Journal of Economics, 135, 561–644.

DE RIDDER, M., B. GRASSI, AND G. MORZENTI (2022): “The Hitchhiker’s Guide to Markup

Estimation: Assessing Estimates from Financial Data,” Discussion Paper DP17532, CEPR.

DELOITTE RESEARCH CENTER FOR ENERGY & INDUSTRIALS (2024): “2024 Manufacturing In-

dustry Outlook,” Industry report, Deloitte.

DIAMOND, P. A. (1971): “A Model of Price Adjustment,” Journal of Economic Theory, 3, 156–168.

DROZD, L. A. AND J. B. NOSAL (2012): “Understanding International Prices: Customers as Capi-

tal,” American Economic Review, 102, 364–395.

EISFELDT, A. L. AND D. PAPANIKOLAOU (2014): “The Value and Ownership of Intangible Capital,”

The American Economic Review, 104, 189–194.

37



FITZGERALD, T. (1997): “Inventories and the Business Cycle: An Overview,” Economic Review,

11–22.

FRIEDMAN, M. AND R. FRIEDMAN (1980): Free to Choose: A Personal Statement, New York:

Harper & Row.

GERTLER, M. AND P. KARADI (2015): “Monetary Policy Surprises, Credit Costs, and Economic

Activity,” American Economic Journal: Macroeconomics, 7, 44–76.

GILCHRIST, S. AND E. ZAKRAJSEK (2012): “Credit Spreads and Business Cycle Fluctuations,”

American Economic Review, 102, 1692–1720.

GOURIO, F. AND L. RUDANKO (2014): “Customer Capital,” The Review of Economic Studies, 81,

1102–1136.

HALL, R. E. (1988): “The Relation Between Price and Marginal Cost in U.S. Industry,” Journal of

Political Economy, 96, 921–947.

——— (2001): “The Stock Market and Capital Accumulation,” The American Economic Review, 91,

1185–1202.

HE, B., L. I. MOSTROM, AND A. SUFI (2024): “Investing in Customer Capital,” Working Paper

33171, National Bureau of Economic Research.

JORGENSON, D. W., M. S. HO, AND K. J. STIROH (2004): “Will the U.S. Productivity Resurgence

Continue?” Current Issues in Economics and Finance, 10.

KAPLAN, G. AND G. MENZIO (2016): “Shopping Externalities and Self-Fulfilling Unemployment

Fluctuations,” Journal of Political Economy, 124, 771–825.

KEHOE, P. J., P. LOPEZ, V. MIDRIGAN, AND E. PASTORINO (2022): “Asset Prices and Unem-

ployment Fluctuations: A Resolution of the Unemployment Volatility Puzzle*,” The Review of

Economic Studies, 90, 1304–1357.

KHAN, A. AND J. K. THOMAS (2007): “Inventories and the Business Cycle: An Equilibrium Analy-

sis of (S, s) Policies,” American Economic Review, 97, 1165–1188.

38



KRYVTSOV, O. AND V. MIDRIGAN (2013): “Inventories, Markups, and Real Rigidities in Menu Cost

Models,” The Review of Economic Studies, 80, 249–276.

LENTZ, R., J. MAIBOM, AND E. MOEN (2024): “Directedness in Search,” Mimeo.

NEKARDA, C. J. AND V. A. RAMEY (2020): “The Cyclical Behavior of the Price-Cost Markup,”

Journal of Money, Credit and Banking, 52, 319–353.

ORTIZ, J. (2022): “Spread Too Thin: The Impact of Lean Inventories,” Feds notes, Board of Gover-

nors of the Federal Reserve System.

PRESCOTT, E. C. AND M. VISSCHER (1980): “Organization Capital,” Journal of Political Economy,

88, 446–461.

QUILIS, E. M. (2018): “Temporal Disaggregation of Economic Time Series: The View from the

Trenches,” Statistica Neerlandica, 72, 447–470.

WOLINSKY, A. (1986): “True Monopolistic Competition as a Result of Imperfect Information,” Quar-

terly Journal of Economics, 101, 493–511.

39



Main Appendix A: Omitted Proofs

Proof of Lemma 1:

(We omit time subscripts to simplify the notation. It is instructive to read the section describing

shoppers’ search technology presented after the statement of this lemma.) The distributor’s policy

function is a set-valued indicator on the space of quoted prices and the taste shock, i.e., feasible tuples

(p̃, η). As assumed in the text, the distributor only cares about the implied surplus. The expression

in (15) shows that, in that case, it is without loss of generality to restrict attention to policy functions

that are identical for any tuple (p̃, η) that maps into the same effective price p. (The definition of

the effective price appears under (15). The relevant distribution of effective prices is described by

the probability measure Pr(·) generated by p̃∗ and the shock η. When we say probability measure

(function) or write Pr(·), we mean this measure.)

Consider the optimal policy (a policy that maximizes the distributor’s profits), which by the above can

be represented as a measurable set A ⊂ R+ of effective prices with measure π = 1 − Pr(A) > 0

that the shopper is allowed to accept. This policy requires that the contracted shopper deliver a good

within an instance of time t of duration dt at an effective price in the set A. As long as there is a

positive measure of prices in the market consistent with this policy—which is implied by the fact that

the shopper accepted the contract—the shopper can deliver a good because she can draw an infinite

number of quotes in the limit as dt → 0. Next, we show that the closure of the policy set (i.e., clA)

can be restricted to I0 (p̄) := {p : 0 ≤ p ≤ p̄}, otherwise the implied total search costs can be strictly

reduced, which would contradict optimality. We refer to such policies as reservation effective price

policies (REPP).

Suppose, to the contrary, that the claim is false. Then we can pick a reservation policy I0 := I0 (p̄0)

such that π = 1−Pr (I0)—which is uniquely defined by π > 0 because density g has full support, and

hence Pr([0, p̄]) is a continuous and strictly increasing function of p̄ (intermediate value theorem).28

Since shoppers randomly pull prices from the population (as described below the statement of the

lemma in the text), the expected number of searches to draw a member from a set of a given measure

is the same. Accordingly, the implied total search cost associated with the policy I0 is the same as

28This result trivially generalizes to distributions that are weakly increasing or do not have full support.
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under the original policy because Pr(I0) = Pr(A).

Next, we show that the expected effective price under I0 is strictly lower than under the original policy

A, which yields a contradiction.

Note that the set E0 = A \ I0 (prices in A that exceed p̄0 and hence are not in I0) must have positive

probability measure (Pr(E0) > 0). If this is not the case, A and I0 are identical up to a measure-

zero set, so there is nothing to prove (which contradicts the hypothesis and we are done). Define

E1 = A ∩ I0 (prices in A that are in I0) and E2 = I0 \ E1 (prices in I0 that are not in A). Then: i)

E0 and E1 form a partition of A; and ii) E1 and E2 form a partition of I0. Since Pr(A) = Pr(I0) and

Pr(E0 ∪ E1) = Pr(E1 ∪ E2), it must be that 0 < Pr(E0) = Pr(E2). This contradicts the inequality

below because, by construction, all prices in the positive-measure set E0 exceed p̄0 and all prices in

the equal-measure set E2 lie below p̄0:∫
A=E0∪E1

pPr(dp)−
∫
I0=E1∪E2

pPr(dp) =
∫
E0

pPr(dp)−
∫
E2

pPr(dp) > 0.

The left-hand side is the difference between the mean price under A and the mean price under I0,

multiplied by Pr(A) = Pr(I0). Hence, the expected price conditional on being in I0 is strictly lower

than the expected price conditional on being in A—a contradiction.

Finally, the fact that π = Pr(p ≥ p̄) constitutes an equivalent representation of the distributor’s policy

follows from the monotonicity of Pr(p ≥ p̄) in p̄ (not necessarily strictly monotone, as in our model).

Define the reservation price as the lowest price on any “flat” portion of this function. This is without

loss because the distributor’s surplus is unchanged. This ensures a bijective mapping. Q.E.D.

Proof of Lemma 2:

The proof considers a discretization of the continuous-time setup by assuming a fixed period length

dt > 0 and taking the limit dt → 0+. We omit time subscripts to simplify notation.

Part 1. By Lemma 1, the relation 1 − π = Pr (p ≤ p̄ (π)) is well defined and implies that the event

p ≤ p̄ (π) occurs with probability 1 − π after a single random draw of an effective price by the

shopper, with probability (1− π) π after two draws, and so on. This defines a geometric process

41



with fixed success (stopping) probability (1− π). Accordingly, the number of searches until a match

corresponds to the mean of the geometric distribution with parameter (1− π).

To calculate the implied search cost, we must take into account discounting within the instance of

time of length dt—a minor technicality. Since search costs are borne at different points within that

interval, the discounted value may differ. Define the highest discount factor on the interval [t, t + dt)

as γsup ≡ e−(supl∈[t,t+dt) ρl)dτ , and the lowest discount factor as γinf ≡ e−(infl∈[t,t+dt) ρl)dτ . Note that

γsup, γinf →dt↓0 1. (We assume an MIT shock and that the path for ρt is left-continuous. Therefore, in

the discretization of continuous time considered here, there are no “jump” discontinuities on the time

interval.) The mean discounted cost with discount γ = γsup or γ = γinf corresponds to the infinite

summation defined by the recursion:

Sumγ := c0 (1− π) γ + πc0γ + πγ

c0 (1− π) γ + πc0γ + πγ (c0 (1− π) γ + ...)︸ ︷︷ ︸
=Sumγ

 . (46)

This mirrors the standard proof of the mean of a geometric distribution, but additionally accounts

for discounting. As noted beneath the expression, the recursion boils down to solving c0 (1− π) γ +

πγc0 + πγSumγ = Sumγ , and hence Sumγ = c0γ (1− πγ)−1 →γ↑1 c0 (1− π)−1. Since the actual

search cost is bounded by Sumγsup ≤ c (π) ≤ Sumγinf , the result follows by taking the limits of the

discount factor.

Part 2. To calculate the integral in (18), we change the variables from p to η, as implied by the

definition of the effective price p := p̃∗ − ηP . Let p̄ (π) be the one-to-one correspondence implied by

(16) and proven in Lemma 1. Before taking the integral, note the following properties: i) dp = −P dη

by p := p̃∗ − ηP ; ii) the implied bounds of integration for η from the integral for s(π) are

p̄ (π) = p̃∗ − η̄ (π)P ⇒ η̄ (π) :=
p̃∗ − p̄ (π)

P
(47)

−∞ = p̃∗ − ηP ⇒ η = +∞, (48)

iii) the memoryless property of the exponential distribution implies

E
[
η
∣∣ η > η̄ (π)

]
= max {η̄ (π) + η0, 0} , (49)
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iv) equation (16) gives p̄ (π) = p̃∗ − PG−1 (π) and hence p̄ (π) = p̃∗ + η0P log (1− π); and v) the

shopper accepts the equilibrium price p̃∗ whenever

η ≥ η̄ (π) :=
p̃∗ − p̄ (π)

P
. (50)

Using the change of variables and the above properties, we thus obtain

s (π) =
P

1− π

∫
(−∞,p̄(π)]

(
P − p

P

)
g

(
p̃∗ − p

P

)
dp

=[p=p̃∗−ηP, dp=−P dη]
P

1− π

∫
[η̄(π),∞)

(
P − p̃∗

P
+ η

)
g (η) dη

= P − p̃∗ + PE
[
η
∣∣ η > η̄ (π)

]
= P − p̃∗ + PG−1 (π) + η0P

= P (1 + η0)− p̃∗ − η0P log (1− π) . (51)

The calculation assumes η̄ (π) + η0 > 0, which is equivalent to imposing π ≥ 0 by the above expres-

sion. This constraint is imposed in the text as a feasibility restriction in the distributor’s problem.

Remark 1. The expected preference shock follows from the above result and is Eπ

[
η
∣∣ η > η̄ (π)

]
=

PG−1(π) + η0P = η0 (P + log(1− π)−1).

Q.E.D.

Proof of Lemma 3:

We suppress the ‘ss’ notation. Any variable without an explicit time subscript refers to the steady-state

value of that variable. For example, when we write X instead of Xt, we mean Xss, not Xt as used in

the text.

(*) In equilibrium, λ (p̃∗, p̃∗) = Λ. Accordingly, (31) in steady state requires that the steady-state
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values of M and N satisfy:

0 = τN − ΛM − δM, (52)

0 = ΛM − τN − δN + a(M +N), (53)

which necessitates a = δ. From the producer problem in (29), we infer V0 = ϕv and hence d = 0.

This follows from the fact that a ≥ δ and d > 0 cannot both hold under the firm value maximization

in (29).

This system establishes a unique steady-state ratio M/N , which can be satisfied for any value M > 0.

Since Λ = Q/M and 0 < D(P ) = Q (1 + Eπ {η}), where D is an exogenous and time-invariant

demand in the steady state, a unique value of Λ > 0, P > 0, π determines a unique value of M > 0, in

which case N follows. We need M > 0 or else the retail market cannot clear for D(P ) > 0 because

there is no production in the steady state.

The values V0 = ϕv and Λ, P, π are the links between the remaining equilibrium conditions and the

conditions (variables) above. Thus, from now on, we focus on the remaining equilibrium conditions,

while assuming V0 = ϕv and seeking Λ > 0.

We proceed in two steps. First, we show that if the steady state exists, it is unique (part 1). Then, we

demonstrate that the steady state exists under the conditions stated in the lemma (part 2).

Part 1 (uniqueness). Consider the HJB equation for V0 in (27). In the steady state, production must

be positive to meet positive retail demand. Therefore, τ̂ = τ and hence X = V1 − V0 ≥ v must hold.

This follows from steady-state existence, which we assume here.

The entry condition V0 = ϕv and (27) evaluated in the steady state imply

ρϕv = −ζ0v + τ (−v +X)− δϕv, (54)

and hence

X = τ−1 ((ρ+ δ)ϕ+ ζ0 + τ) v. (55)

Remark 2. (For later use) Note that the condition X = τ−1 ((ρ+ δ)ϕ+ ζ0 + τ) v ≥ v is satisfied

for standard ranges of the model parameters.
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Next, consider the distributor’s zero-profit condition in (20), rewritten as follows:

P = p̃∗ + χv + η0P log

(
c0v

η0P

)
. (56)

Given the first-order condition for the wholesale price in (33), which yields

p̃∗ = X + η0P, (57)

and the above formula for X , we obtain the following fixed point for the retail price P :

(1− η0)P + η0 log

(
η0
c0v

P

)P

= X + χv = τ−1 ((ρ+ δ)ϕ+ ζ0 + τ) v + χv. (58)

(Note: In stating this condition, we used that P log
(

c0v
η0P

)
= − log

(
η0
c0v

P
)P

.)

If the steady state exists, as assumed, η0
c0v

P = (1 − π)−1 > 1, since this term comes from the distrib-

utor’s profit maximization in (20) and feasibility requires 0 ≤ π < 1. Accordingly, for the range of

values that P may take in the steady state, the left-hand side of (58) is strictly increasing in P . Thus,

if a solution exists, it must be unique because the right-hand side is invariant with respect to P . The

steady-state value of Λ can be derived from (32) by substituting the steady-state value of X given by

(55), setting Ẋ = 0, and substituting p̃∗ using (57). After some manipulations, we obtain:

Λ =
v

η0P

(
τ−1 (δ + ρ+ τ) (ϕ (δ + ρ) + ζ0 + τ) + ζ − τ

)
. (59)

We have now shown that there is at most a single set of equilibrium values satisfying the steady-state

equilibrium conditions implied by Definition 1: a, d,M,N,Q,Λ, X, V0, V1, P, p̃
∗, π, p̄. (The unique

value for p̄ is stated in Lemma 2; recall that, by definition, V1 ≡ V0 +X .)

Part 2 (existence). As discussed at the beginning (see (*)), the values of Q,M,N, a, d are uniquely

pinned down by Λ > 0, P > 0, 0 ≤ π < 1, which requires V0 = ϕv as an equilibrium condi-

tion. The following equilibrium conditions are then satisfied: the law of motion (31), producer value

maximization in (29), and retail market clearing.

To obtain the remaining variables and ensure the remaining equilibrium conditions are satisfied, start
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from the requirement X ≥ v for production to be positive—and hence for the retail market to clear

for D > 0. The steady-state value of X is given by (55) (see part 1)—which, recall, embeds V0 = ϕv

and the HJB equation for V0 in (27). As noted in Remark 2 (see part 1), this value satisfies X > v

for standard ranges of parameters. What remains to be shown is that there exists Λ > 0 such that, for

Ẋ = 0 and X given by (55), the HJB equation (32) holds (note that this automatically ensures the

HJB for V1 in (25) is also satisfied). We derived the implied steady-state relation for Λ in (59) (see part

1). By that equation, if P > 0, then for all positive parameter values Λ > 0 because the numerator

τ−1 (δ + ρ+ τ) (ϕ (δ + ρ) + ζ0 + τ) + ζ − τ is positive for standard parameter ranges. (Note that τ 2

cancels after bringing the expression to a common denominator τ . Since we are left with a sum of

positive parameters, the expression is positive.)

Next, we show that we can find P > 0 that solves (58) (see part 1) and satisfies the feasibility restric-

tion implied by (21): 0 ≤ π = 1− c0
η0

v
P
< 1. Given the steady-state value of X in (55), p̃∗ from (57),

and assuming we solve for P > 0, all remaining equilibrium conditions (relative to (*)) are satisfied:

the entry condition V0 = ϕv, steady-state relations implied by the HJB equations in (27) and (25), the

first-order condition for p̃, the positive production requirement τ̂ = τ , Λ > 0, and the distributor’s

zero-profit condition via (58) (which we need to show has a solution).

To show that we can solve for the retail price P , rewrite the requirement η0
c0v

P = (1 − π)−1 > 1 for

any P that solves (58); hence we need to show P > c0v
η0
.

Define P = c0v
η0

so that η0
c0v

P = 1, and note the following properties for the second term on the left-

hand side of (58): 1) log
(

η0
c0v

P
)P

= 0; and 2) log
(

η0
c0v

P
)P

is strictly increasing in P on the restricted

domain [P ,∞). Accordingly, if at P = P the left-hand side of (58) is strictly lower than the right-hand

side, the result follows: a unique solution of (58) exists because the left-hand side is strictly increasing

and unbounded in P , lower than the right-hand side at P , and the right-hand side is independent of P .

Conversely, if this is not the case, there is no solution, yielding an “if and only if” relation (recall here

that P is a tight lower bound, or else π < 0). Plugging P = P into (58), we obtain the inequality in

Assumption (2):

(1− η0) (c0/η0)︸ ︷︷ ︸
P/v

+η00 < τ−1 ((δ + ρ)ϕ+ ζ0 + τ)︸ ︷︷ ︸
X/v

+χ. (60)
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Remark 3. For intuition, rewrite the above condition as

P =
c0v

η0
< v + τ−1 ((δ + ρ)ϕv + ζ0v) + χv + c0v.

The right-hand side aggregates the costs of producing and selling a good when the search precision π

is zero: production cost, operational costs, and sunk costs (producing a good takes τ−1 units of time).

This is the worst case for the distributor’s surplus; any higher equilibrium retail price yields a greater

surplus. Consequently, the distributor’s zero-profit condition cannot be satisfied if this inequality is

violated (for reasons discussed in Part 1). This feature leads to the condition for existence stated in

text.

We have now shown that (58) has a solution on the admissible domain P ∈ (P ,∞), and— as noted

above—all equilibrium conditions and domain restrictions are satisfied when X is given by (55), p̃∗

is given by (57) (given X), Λ is given by (59), V0 = ϕv, V1 ≡ ϕv + X , π is given by (21), and

a, d,M,N,Q are pinned down as discussed at the beginning (p̄ can be recovered using Lemma 2).

We have also shown that the restriction of the lemma (A2) is a necessary condition; otherwise the

candidate steady-state equilibrium implies π < 0. Q.E.D.

Proof of Corollary 1:

We use the formula for P ss (steady-state value) given by the linearized equation in (38). We substitute

the steady-state value Xss from (55) (proof of Lemma 3) and plug the resulting expression into the

steady-state formula for Λss in (59) (proof of Lemma 3). This gives:

Λss =
τ (τ−1(δ + ρ+ τ) (ϕ(δ + ρ) + ζ0 + τ) + ζ − τ)

Θ (Γτ + ϕ(δ + ρ) + ζ0 + τ)
. (61)

Substituting the above steady-state value of Λ into the expressions for a1 and a0 in the statement of
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the corollary, and after basic algebraic manipulations (common denominators), we obtain:

a0 =
(Γ(δ + ρ+ τ)− ζ + τ) (ϕ(δ + ρ) + ζ0 + τ)

Γτ + ϕ(δ + ρ) + ζ0 + τ
> 0, (62)

a1 =
τ(Γ(δ + ρ+ τ)− ζ + τ)

Γτ + ϕ(δ + ρ) + ζ0 + τ
> 0. (63)

(Note that Θ cancels out.) The inequalities follow from the fact that Γ = η0P
ss/v+χ in (38), and from

the proof of Lemma 3 (part 2) we know that in the steady state P ss > (c0v)/(η0); hence Γ > c0 + χ,

and therefore τ−ζ+(c0+χ)(δ+ρ+τ) > 0 guarantees that all terms in a1 and a0 are strictly positive.

Q.E.D.

Proof of Lemma 4:

The expressions stated in the lemma follow by substituting the linearized term in the text and solving

for prices using (57) and (56) from the proof of the lemma 3. The fact that Γ > 0 is immediate

and Θ > 0 follows from the proof of Lemma 3. The lemma derives the lower bound on the steady-

state retail price P ss (part 2). This bound ensures that the logarithmic term in the expression for

Θ > 0 is positive. (The Online Appendix B in Section A.1 provides an alternative derivation of these

expressions.)

Omitted Part of the Proof of Proposition 1:

If liquidations do occur, note (29) implies dt ∝ −min{V0t, 0}, and so V0t < 0 (recall V ss
0 = ϕv). Let

T > 0 be the first time with V0T ≥ 0 and V̇0T ≥ 0. Such T exists because perpetual liquidation is

impossible and V0t is continuous and differentiable.29 Using (27) at time T—rewritten as (ρ+δ)V0T =

τX0T + V̇0T—and subtracting its steady-state counterpart yields τ(XT −Xss) = (δ+ρ)(V0T −V ss
0 )−

V̇0T < 0. Hence XT − Xss < 0 and, by the phase diagram in text, ΛT < Λss. Accordingly, Λ

falls as claimed and the economy follows the path shown in the diagram after an initial burst of

liquidations. Liquidations do not fundamentally change the dynamic, just modify it by implying a

“jump” adjustment at the onset.
29If perpetual liquidation occurred, M would decline at rate at least δ; since Qt stabilizes after the initial shock, Λt would
grow without a bound, eventually generating above steady-state flow profits and V0 > ϕv, contradicting continuity of V0.
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Online Appendix B (Not Intended for Publication)

Contents:

Section B details the calibration of the model parameters and the solution algorithm.

Sections C and D describe the replication package and list data sources.

(Supporting code and data files can be found in the online replication package. Instructions are pro-
vided at the end of this document.)

A Model Numerical Solution and Calibration

This part discusses the numerical solution of the model and the calibration of its parameters/shocks.
A supporting Mathematica notebook can be found in the replication package (solve Model vX.nb.)

A.1 Equilibrium System and Steady State

Consider the distributor’s zero-profit condition (20); that is

P − p̃∗ − η0P log

(
c0
η0

v

P

)
= χv, (64)

where we drop time subscripts since we focus here on the steady state.

The above condition cannot be solved in closed form due to the last term. To solve the model numeri-
cally, we resort to a linear approximation of the last term:

log

(
c0
η0

v

Pt

)
≈ P ss

P
− 1 + log

(
c0v

η0P ss

)
, (65)

implying

χv = P (1− η0)− p̃∗ − η0P
ss − η0P log

(
c0
η0

v

P ss

)
. (66)

We introduce two composite parameters to absorb unwanted terms (P ss and log
(

c0v
η0P ss

)
):

Γ =
P ssη0
v

+ χ, Θ =
η0

1− η0 log
(

c0v
η0P ss

) . (67)
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Substituting into the above expression, we obtain

P =
Θ

η0

p̃∗ + Γv

1 + Θ
. (68)

The wholesale quoted price is given by (33), and hence

p̃∗ = V1 − V0 + η0P. (69)

Accordingly,

p̃∗ = (V1 − V0) (1 + Θ) + vΓΘ, P =
Θ

η0
(V1 − V0 + vΓ) . (70)

Adding the entry condition V0 = ϕv and the Bellman equations (25) and (27) evaluated in the steady
state (V̇0 = 0, V̇1 = 0), we obtain the steady-state system augmented by the auxiliary parameters Γ,Θ:

V0 = ϕv, (71)
(ρ+ δ)V1 = −(ζ + ζ0)v + Λ(p̃∗ + V0 − V1), (72)
(ρ+ δ)V0 = −ζ0v + τ (−v + V1 − V0) , (73)

X = V1 − V0, (74)
p̃∗ = (V1 − V0) (1 + Θ) + vΓΘ, (75)

P =
Θ

η0
(V1 − V0 + vΓ) . (76)

The analytic solution gives

V ss
0 = vϕ, (77)

V ss
1 =

v (ϕ(δ + ρ+ τ) + ζ0 + τ)

τ
, (78)

Xss =
v (ϕ(δ + ρ) + ζ0 + τ)

τ
, (79)

p̃∗ss =
v (ΓΘτ + (Θ + 1)ϕ(δ + ρ) + ζ0Θ+ ζ0 +Θτ + τ)

τ
, (80)

P ss =
Θv (Γτ + ϕ(δ + ρ) + ζ0 + τ)

η0τ
, (81)

Λss =
δζ0 + ϕ(δ + ρ)(δ + ρ+ τ) + δτ + ζ0ρ+ ζτ + ζ0τ + ρτ

Θ(Γτ + ϕ(δ + ρ) + ζ0 + τ)
, (82)

πss = 1− c0τ

Θ(Γτ + ϕ(δ + ρ) + ζ0 + τ)
(83)

(These formulas were automatically generated by Mathematica.)

Lemma 3 shows that the steady state exists and is unique.
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A.2 Calibration (Extended Version)

This section describes the calibration of the model. The baseline period of the model (t = 1, 2, 3)
corresponds to one month. To map the model onto the data, we assume (real) sales is Q, real inventory
stock is M , the CPI is P , and nominal value added is PtQt(1 +E {η}). Unlike in the analytic section,
the gross margin/markup is measured in logs as log(p/v). Parameter values are listed in the table
below.

A.3 Model Numerical Solution and Calibration

Figure 7 plots the impulse responses generated by our calibrated demand shock and our calibrated
model that best fits the SVAR-implied impulse response of the inventory-to-sales ratio. In this case,
the shock is gradual and demand recovers. However, the shock is steep enough to generate a decline in
the outlet-level demand Λt. The figure shows two scenarios decomposing the shock into the demand
channel (considered here) and the interest rate channel (compare ‘Model constant ρ’) versus ‘Model
SVAR ρ’). While quantitatively important, the direct effect of interest rates does not change the
economy’s qualitative response to the shock. The duration of the inaction zone is indicated by T ; that
is, between t = 0 and t = T , we know that 0 < V0t < ϕv.
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Figure 7: Impulse responses to the calibrated demand shock in the (calibrated) model.
Notes: The figure shows impulse responses implied by the calibrated model to a demand shock (top-left panel). The path
of the demand shock, {Qt}, is set to match the smoothed path of the inventory-to-sales ratio implied by the SVAR, which
maps onto Λ−1

t in the model. The figure considers two calibrations: 1) ‘Model SVAR ρ’ assumes the SVAR path for ρt.
2) ‘Model constant ρ’ assumes a constant steady-state value for ρ. The response of markups and prices for both models
is shown in Figure 6.

51



A.3.1 Static Steady State-Based Targets

Consider first the targets that map directly onto model parameters. These include the weighted-average
cost of capital (WACC) of 10 percent (annual rate) and the delivery delay of 60 days in U.S. manufac-
turing.30 WACC pins down the steady-state value of ρ according to the formula that first converts it to
a monthly rate and then to a continuously compounded rate:

ρss = ln(1 + WACC/100)12. (84)

The average delivery time in the model is τ−1, which for the given target yields τ = 0.5. In the
baseline calibration, we set the inventory holding cost ζ = 0 and assume that it is σ that prevents firms
from holding more than one unit—so as to satisfy Assumption 1.

Next, we discuss how we calibrate the values of χ, η0, c0, ϕ, ζ0, as well as the auxiliary parameters Θ
and Γ. We first describe the data targets for these parameters.

Since the manufacturing sector underwent a major transformation in the 2000s and 2010s, much of
which lies outside our sample period, we use the 1997 input–output (IO) tables published by the Bu-
reau of Economic Analysis (BEA) to set targets for margins and distribution costs. Using later tables
would increase the targeted moment by about 10–20 percent depending on the exact date (before or
after the GFC). (The raw tables can be found in the replication package, folder IO-Calibration.)

Our first data target is the distribution margin,

M1 =
P − p̃∗

p̃∗
= .38, (85)

which we associate with the total trade and transportation margins borne on a unit of manufactured
good and indirect (net) taxes borne by final users. To obtain this number, we proceed as follows. We
use the 1997 domestic–supply–of–commodities IO table (for 15 industries) and focus on manufactur-
ing commodities (row of the IO table). We calculate the following ratios using this table (as shown in
Table 2):

M̃ I
1 =

Total trade and transport margin in manufacturing
Total supply of manufacturing commodities in basic prices

, (86)

M̃ F
1 =

Total supply of manufacturing commodities in purchaser prices less supply in basic prices
Total supply of manufacturing commodities in basic prices

.

(87)

The first ratio is the share of trade and transportation margins relative to the basic price of manufac-

30For an overview of cost of capital estimates for various industries, see the listing compiled by Aswath Damodaran
at https://pages.stern.nyu.edu/˜adamodar/New_Home_Page/datafile/wacc.html. Delivery de-
lays in manufacturing come from Deloitte Research Center for Energy & Industrials (2024)—based on source data from the
Institute for Supply Management (ISM)—and the report can be found at https://www2.deloitte.com/us/en/
insights/industry/manufacturing/manufacturing-industry-outlook.html (see Figure 4). This
number remained steady between 2015 and 2019 according to earlier reports.
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turing commodities that are sold as either intermediate or final goods. The second ratio additionally
includes (net) taxes and tariffs, where we associate this particular (complete) margin with purchases
by final users, as we shall see. In the second step—shown in Table 3—we calculate the following two
ratios: i) the fraction of manufacturing output sold to final users

f =
Final use of manufacturing commodities
Total use of manufacturing commodities

(88)

and ii) the share of manufacturing commodities sold to the manufacturing sector as intermediate inputs
used by that sector:

x =
Use of manufacturing commodities as intermediate inputs by manufacturing sector

Total use of intermediate inputs by manufacturing sector
. (89)

Table 2: Trade and transportation margins on manufacturing goods, US 1997 (millions of 1997 $).

Commodity view C1 C2 C3 M̃ I
1 M̃ F

1

(row in supply IO table) Product supply Product supply Total trade & C3
C1

C2−C1
C1

(basic prices) (purchaser prices) transportation margins

Manufacturing $4,507,147 $5,914,729 $1,074,854 24% 31%

Notes: This extract comes from BEA’s 1997 domestic-supply-of-commodities IO table.

Table 3: Share of manufacturing goods in production and final demand (millions of 1997 $).

Commodity view C1 C2 C3 f x

(row in supply IO table) Total use Total use as Use as intermediates C1−C2
C1

C3
C2

of products intermediate inputs in manufacturing sector

Manufacturing $5,914,730 $2,794,901 $1,656,638 53% 59%
Notes: This extract comes from BEA’s 1997 use-of-commodities IO table.

Using these ratios, we calculate the total distribution margin by cumulating the cycles in which a
manufacturing commodity is used as an intermediate input to produce manufacturing goods, where
the outflows from the cycle are purchases of manufacturing commodities by final users (final users or
other sectors) that accrue trade and transportation margins. Specifically, the outflows accrue trade and
transportation margin M̃ F

1 in proportion to purchases of manufacturing commodities as intermediate
goods and M̃ I

1 in proportion to purchases as final goods. This procedure gives the following geometric
series:

M1 = M̃ F
1 f+M̃ I

1 (1−f)+x(1−f)(M̃ F
1 f+M̃ I

1 (1−f)+x(1−f)(M̃ F
1 f+M̃ I

1 (1−f)+ ...). (90)
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Plugging in the numbers from Tables 3 and 2, we obtain

M1 =
M̃ F

1 f + M̃ I
1 (1− f)

1− x(1− f)
= .38. (91)

The key assumption is that similar margins apply along the entire production chain. The PCE Bridge
suggests that there is no significant discrepancy of this sort in the data. Given the distribution margins
used in related literature.31

Our procedure intentionally ignores trade margins on intermediate goods implicitly embedded in the
value of intermediate commodities purchased by the manufacturing sector from other sectors, since
the goal here is to obtain margins paid on a unit of manufacturing output.

Our second target is the gross profit margin in the manufacturing and trade industries:

M2 =
p̃∗ − v

v
= .37. (92)

To set this target, we use the use-of-commodities IO table and take the ratio of gross surplus to value
added in producer prices for the three sectors (manufacturing/retail/wholesale). The extract of the
relevant data is given in Table 4.

Table 4: Gross surplus in manufacturing and trade industries, US 1997 (millions of $).

Sector view (column in use IO table)

Manufacturing Wholesale Retail All three sectors

R1 Total intermediate inputs $2,514,885 $219,597 $277,373 $3,011,855
R2 Compensation of employees $788,978 $266,144 $338,975 $1,394,097
R3 Net taxes on production $26,559 $6,940 $2,994 $36,493
R4 Gross operating surplus $552,767 $138,413 $134,696 $825,876

R5 Value added (basic prices) $1,368,304 $411,497 $476,665 $2,256,466
R2+R3+R4

Ratio: Gross margin R4/R5 40% 34% 28% 37%
Notes: This extract comes from BEA’s 1997 use-of-commodities IO table.

Our third target is the inventory-to-sales ratio during our sample period:

M4 =
M ss

Qss
=

M ss

τN ss
= 1.5. (93)

Our fourth target is the share of expenses on sales infrastructure borne by producers, which we set

31Available at https://www.bea.gov/industry/industry-underlying-estimates.
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equal to 25 percent:

M5 =
ϕδ + ζ0(M

ss +N ss)

τN ss
= 0.3. (94)

To set this target, we use expenses on SG&A relative to sales in Compustat for the manufacturing
sector (about 17 percent). However, these costs are paid multiple times as manufactured goods are
processed within manufacturing; our target is 25 percent to reflect the same input–output multiplier
(1− x(1− f))−1 = 1.38 used above to cumulate trade and transportation margins (first target).32

Our last, fifth target in this group pertains to the search process and assumes that, on average, shoppers
seek three quotes from suppliers before making an offer—standard practice for purchasing depart-
ments:

M3 = (1− π)−1 = 3. (95)

Finally, we set ζ = 0 and relate our model to Assumption 1 by considering a hypothetical firm that
faces equilibrium conditions but can accumulate inventory in the marketing state. To prevent that
firm from doing so, we find σ = 0.64. Generally, if we set a different value for σ, we would need
to impose ζ = 0.0638324 − 0.112234σ on that firm, which quantifies the friction needed to support
our model’s structure. Recall that σ = 0.57 operates on the cost of maintaining outlets, which is set
at ζ0v = 0.094v in the calibration. Accordingly, 2.25 percent of value added in manufacturing and
trade industries would be required to double inventory holding capacity. After accounting for the cost
of structures, land, and other resources that contribute to inventory holding capacity, this is a sizable
number.

The mapping between parameters and targets is analytic and invertible. The complete formulas are

32For an overview of this ratio across industries and countries, see the listing compiled by Aswath Damodaran at https:
//pages.stern.nyu.edu/˜adamodar/New_Home_Page/datafile/margin.html. These numbers (rela-
tive to sales) range between 15 and 25 percent across sectors. The estimated share of value added in gross output comes
from KLEMS for manufacturing and trade industries (value-added weighted) and can be found at https://www.bea.
gov/data/special-topics/integrated-industry-level-production-account-klems (produc-
tion account tables).
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too long to state, and we present them here for ζ = 0, which is what we assume in the calibration:

c0 =
M3((M2 + 1)(δ + ρ) + M2τ)

M3M4(δ + ρ+ τ) + M4

, (96)

η0 =
M3((M2 + 1)(δ + ρ) + M2τ)

(M1 + 1)(M2 + 1)(M3(δ + ρ+ τ) + 1)
,

ϕ =
τ(M2 − M3(δ + ρ))− ζ0(M3(δ + ρ+ τ) + 1)

(δ + ρ)(M3(δ + ρ+ τ) + 1)
,

c0 =
M3((M2 + 1)(δ + ρ) + M2τ)

M3M4(δ + ρ+ τ) + M4

,

χ = M1(M2 + 1) +
M3 log (M4) ((M2 + 1)(δ + ρ) + M2τ)

M3(δ + ρ+ τ) + 1
,

ζ0 =
τ(δ + ρ) (M5 (δM 2

3 τ − M3(ρ+ τ)− 1)− δM3(M3τ + 1))− δM2(M5 − 1)τ(M3τ + 1)

(M5 − 1)ρ(M3τ + 1)(M3(δ + ρ+ τ) + 1)
,

Θ =
M3((M2 + 1)(δ + ρ) + M2τ)

(M2 + χ+ 1)(M3(δ + ρ+ τ) + 1)
,

Γ =
M3((M2 + 1)(δ + ρ) + M2τ)

M3(δ + ρ+ τ) + 1
+ χ.

(These formulas were automatically generated by Mathematica.)

Table 5 provides the numeric values of the assumed parameters.

Table 5: Parameter Values.

η0 c0 δ ϕ χ τ (ζ0, ζ, σ) ρss Γ Θ
0.088 0.056 4.0× 10−4 0.78 0.70 0.5 (0.095, 0.0, 0.57) 7.94× 10−3 0.871 0.081

A.3.2 Dynamic Impulse Response-Based Targets

We set the remaining parameters and calibrate the monetary policy shock path to match the impulse
responses generated by our SVAR.

Calibration of δ and κa.— We use the impulse responses to set the values of δ and κa. The pa-
rameter δ dictates the rate at which sales and production decline toward the trough, while κa controls
the rate of recovery after exiting the inaction zone and when the monetary authority shifts policy. Our
analysis does not assume an “active” recovery; instead, recovery is driven by the impulse responses
we incorporate as shocks. We target these rates over a 12-month window following the trough in sales
as implied by the SVAR.
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Figure 8: Fitted path of ρ using expectations theory and smooth polynomial approximation.

Notes: The figure shows the implied one-year rate from the fitted path of ρt assumed in the model.

Calibration of the shock.— To calibrate the path of ρt, we target the impulse response of the sum
of the one-year T-bill rate and the EBP as implied by the SVAR (point estimate). We assume that
this rate converges to the steady state after 50 months. Using the expectations theory, we calculate
the monthly rates implied by the annual series under perfect foresight. These are then converted to
continuously compounded rates by taking the natural logarithm.

Specifically, let i1t represent the monthly rate and i12t the one-year rate (the sum of the one-year T-bill
rate and EBP), where t = 1, 2, . . . , 60 denotes the months of data. To derive the monthly rate, we use
the expectations theory under perfect foresight, which implies

1 + i12t =
12∏
j=1

(
1 + i1t+j−1

)
, (97)

and hence
1 + i12t+1

1 + i12t
=

1 + i1t+12

1 + i1t
, (98)

and

i1t =
1 + i12t
1 + i12t+1

(
1 + i1t+12

)
− 1, (99)

where, for t ≥ 50, we assume steady-state values: i1t = iss := exp (ρss) − 1 and 1+i12t
1+i12t+1

= 1. We

fit a third-degree polynomial to the natural logarithm of the obtained monthly series {i1t} to obtain
a continuous function for ρt that enters the differential equation. Figure 8 shows the result after
converting the interpolated function ρt back to a one-year forward rate using expectations theory.

To set the path of Qt, we target the SVAR-implied trajectory of the inventory-to-sales ratio. We do so
by fitting a third-degree polynomial to the positive portion of the impulse response and a connected
polynomial to the negative portion. These two segments are joined at the point where the data’s
impulse response transitions from positive to negative, ensuring continuity. The estimated polynomials
provide a smooth target for the inventory-to-sales ratio, which our model is designed to match by
adjusting the path of Qt. The next section explains how this is implemented within our model’s
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Figure 9: Fitted target for the inventory-to-sales ratio.
Notes: The figure shows the fitted smooth target for the inventory-to-sales ratio that our calibrated model must hit via a
particular path for Qt.

solution framework. Figure 9 illustrates the fit of the two-part polynomial.

A.4 Numerical Procedure to Solve the Model

This section outlines the numerical approach used to solve the model and implement our calibration
strategy.

First, we solve the system of Hamilton–Jacobi–Bellman (HJB) equations in (25) and (27), substituting
in the equilibrium wholesale price from (38) and the calibrated polynomial paths for ρt and Λt. We
solve this system forward in time, assuming the model converges to the steady state at a distant horizon.
The dependence of the HJB equations on ρt and Λt simplifies the problem, making the calibration of
the inventory-to-sales ratio straightforward.

As discussed in the text, convergence to the steady state requires that ρt and Λt stabilize, but Mt and
Qt do not need to return to their steady-state values—in fact, they do not in our simulation. This is
due to the model’s assumption of wage rigidity, which allows for permanent changes in labor supply.
We do not model how the economy recovers, other than what is implied by the impulse responses we
feed (which do bring partial recovery). Importantly, this rigidity does not hinder the convergence of
V0t and V1t.

Solving the HJB equations yields the paths for V0t, V1t, and Xt. Using V0t, we identify the time
T > 0 when the economy exits the inaction region, defined by 0 < V0t < ϕv. We confirm that V0t

remains within these bounds before T and does not reach the lower boundary V0 = 0, which would
trigger liquidations—this never occurs in our calibration. This behavior is evident in the impulse
responses shown in Figure 7, which also indicates how much larger the shock would need to be to
trigger liquidations. At time T , V0T = ϕv, and for t > T , V0t > ϕv, implying at > 0 as given by
(29). Specifically, for t > T , at = δ+(1/2)(V0t−ϕv)/κa, while at = 0 within the inaction zone (and
dt = 0, since the lower boundary is never reached).

Given the path for at, and the calibrated path for Λt, we next solve the differential equations in (31)
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forward, using the steady-state values M0 and N0 as initial conditions (the boundary value serves as
the initial value). From the resulting paths for Mt and Nt, we back out Qt = ΛtMt.

Although we do not explicitly recover the original shock, it can be reconstructed using the relation
D0tP

−ε
t = (1+Eη)Qt. Detailed implementation can be found in the annotated Mathematica notebook

(solve Model.nb) included in the replication package.

B SVAR Robustness and Extensions

In this appendix, we provide extended results for the SVAR analysis in Section 2. We present an
alternative interpolation of markups, consider markups for all firms, and provide extended results
referenced in the paper.

B.1 Proxy SVAR Setup

As noted in the paper, we follow Gertler and Karadi (2015) (GK15, hereafter).33 The SVAR includes
12 lags, a constant, and takes the following form:

Yt = C+A1Yt−1 +A2Yt−2 + · · ·+A12Yt−12 + ut (100)

where Yt is an n× 1 vector of endogenous variables in month t between 1979:m7 and 2012:m6, C is
an n×1 vector of constants, and Ai is an n×n matrix of coefficients for lag i (where i = 1, 2, . . . , 12).
We include the following variables:

Yt =


1yr T-Bill Rate (GS1) in percent

Excess Bond Premium (EBP) in percent
log (Consumer Price Index (CPI))× 100

log (Real Sales)× 100
log (Real Inventory Stock)× 100

Compustat-derived Margin in (13) × 100

 (101)

The first four variables are the same as in GK15, but we replace industrial production with real sales
for manufacturing and trade industries given our focus on the inventory-to-sales ratio. This change
makes little difference; the two behave similarly. Omission of mining and utilities is reasonable in our
context.

As in GK15, the residuals ut are used in conjunction with their instrument (ff4 tc in GK15) to identify
monetary policy shocks. The time series for ff4 tc and other variables can be found in dataM.csv
in the replication package (see the last section of this appendix). The variable GS1 serves as the policy
indicator and the residuals associated with this variable (u1t) are regressed on the policy instrument

33Our Python implementation of the GK15 estimation is based on the Matlab VAR Toolbox version of Gertler and Karadi
(2015) by Ambrogio Cesa-Bianchi (https://github.com/ambropo/VAR-Toolbox).
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A. Original GK15 specification with industrial production:
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B. GK15 specification with real sales replacing industrial production:

0 10 20 30 40 50 60
-0.3

-0.2

-0.1

0.0

0.1

0.2

0.3

Months after shock

P
er
ce
nt
ag
e
po
in
ts

One-Year TBill Rate

0 10 20 30 40 50 60
-0.15

-0.10

-0.05

0.00

0.05

0.10

0.15

Months after shock

P
er
ce
nt
ag
e
po
in
ts

Excess Bond Premium

0 10 20 30 40 50 60
-0.6
-0.5
-0.4
-0.3
-0.2
-0.1
0.0
0.1

Months after shock

P
er
ce
nt
s

CPI

0 10 20 30 40 50 60
-0.6
-0.5
-0.4
-0.3
-0.2
-0.1
0.0
0.1

Months after shock

P
er
ce
nt
s

(Real) Sales

C. Baseline SVAR specification with no markup (first 4 variables reported):
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D. Baseline SVAR as in the paper (first 4 variables reported):
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Figure 10: Comparison of Baseline SVAR to GK15 for the original variables.

ff4 tc to obtain the predicted policy shocks. The data range for ff4 tc is limited (1990:m1 to 2012:m6).
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Data for overlapping variables (GS1, EBP, and CPI) are taken from GK15’s replication files.

B.1.1 Comparison to GK15

We compare our SVAR to the original GK15 specification. To that end, we report results from three
different SVARs and focus on the original set of GK15 variables:

A. The original GK15 specification with industrial production (in place of real sales); specifically,
variables Y1, Y2, Y3, Y4 with industrial production as in GK15.

B. The original GK15 specification with real sales replacing industrial production; specifically, this
SVAR features the limited set Y1, Y2, Y3, Y4 as stated above.

C. The baseline SVAR including Y1, Y2, Y3, Y4, Y5, Y6 but no gross margin (Y7) (inventory impulse
responses for Y5 and Y6 not reported).

D. The baseline SVAR as in the paper. Figure 2 in the paper shows the other impulse responses.

The results are shown in Figure 10. Sales are slightly more volatile (they exclude the less responsive
mining and utilities sectors), but the dynamics are similar across all cases. Figure 10 (panel D) reports
individual impulse responses for GS1 and EBP (in the paper we report ‘GS1+EBP’, given this is what
we used in calibration).

B.1.2 SVAR with Real Wages

This extension additionally includes real wages in the SVAR described above. The results are shown
in Figure 11.

B.1.3 SVAR with Margin Series Interpolated using ChowLin Method

This extension replaces the gross margin series interpolated linearly in the paper with a series inter-
polated using the Chow–Lin method. We use payroll series for manufacturing and trade industries to
interpolate within-quarter monthly values. This does not fix the delayed timing of earnings releases,
so to address timing we apply a three-month moving average of the obtained series (average of the cur-
rent month and the next two months). The results are similar except for the magnitude of the response,
which is smaller. This is shown in Figure 12.34

34Replication code for Chow–Lin interpolation is in folder TDReplicate (execute the file markup to monthly.m). It uses
the Matlab replication package for Quilis (2018).
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Figure 11: Extended baseline SVAR with real wage.

Notes: Notes to Figure 2 in the paper apply.
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Figure 12: Baseline SVAR with gross margin interpolated using the Chow–Lin method.

Notes: Notes to Figure 2 in the paper apply.
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Figure 13: Baseline specification of SVAR with margin series for all firms (ex. FIRE).

Notes: Notes to paper’s Figure 13 apply.

B.1.4 SVAR and Figure 1 with Margins for All Firms

This extension constructs gross margins using data for all firms, excluding those in finance, insurance,
and real estate (FIRE). The results are shown in Figure 13 and are almost identical. Figure 14 shows
unconditional evidence, analogous to Figure 1 in the paper, for all firms (ex. FIRE).

C Model Extension: Low Search Cost Calibration

This section explores the relationship between calibration targets and overall search costs, which
amount to 7 percent of the value of produced retail goods in our baseline calibration. To do so, we
consider an alternative calibration that excludes the inventory-to-sales ratio target and instead targets
search costs at half the value assumed in the paper: 3.5 percent of the final retail price of a good.
The assumed parameter values are detailed in Table 6, and the replication code for this extension is
available in the Mathematica notebook solve Model LS.nb.

As shown in Figure 15, the results are almost identical. However, since this calibration omits the
inventory-to-sales ratio as a target, that ratio drops to 0.5—significantly at odds with the data. This
alternative calibration thus highlights a conflict between these two targets. In other words, our model,

63



A. Great Recession:

-10

-8

-6

-4

-2

0

2

4

6

-3 -1 1 3 5 7 9 11 13 15 17 19 21 23 25 27 29 31

Pe
rc

en
t D

ev
ia

tio
n 

fro
m

 Tr
en

d

Months After Recession Start

Real Inventory Stock
(HP smoothed, 𝜆𝜆 = 5) 

Real Sales

Great Recession -2.5
-2.0
-1.5
-1.0
-0.5
0.0
0.5
1.0
1.5
2.0
2.5

-10

-8

-5

-3

0

3

5

8

10

-3 -1 1 3 5 7 9 11 13 15 17 19 21 23 25 27 29 31

Pe
rc

en
ta

ge
 P

oi
nt

s D
ev

ia
tio

n 
fro

m
 Tr

en
d

Pe
rc

en
t D

ev
ia

tio
n 

fro
m

 Tr
en

d

Months After Recession Start

Great Recession

Inventory
Sales

Sales
COGS

(right axis)

(recession surviving firms)

B. Average for U.S. recessions, 1979–2007:
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Figure 14: U.S. inventory, sales, and gross profit margins for all firms, 1979–2011.
Notes: The figure shows deviations from HP trend using a smoothing parameter of λ = 10,000—with additional smooth-
ing applied to deviations (HP filter with λ = 5). Real inventory and sales data are plotted for the manufacturing and trade
industries. The sales-to-COGS ratio is derived from Compustat Quarterly Fundamentals (North America) as described in
Section 2 and here includes all firms (ex. FIRE) with positive sales right before each recession and one year after each
recession (recession-surviving firms). Dotted lines incorporate output elasticities to map margins onto implied markups
according to the methodology of De Loecker et al. (2020). Shaded areas represent the duration of each recession. A
detailed list of data sources is in the last section of this Online Appendix.

as specified, lacks the flexibility to simultaneously target this ratio and deliver lower search costs. We
conjecture that introducing a form of congestion that reduces the productivity of search could pro-
vide the model with enough flexibility to match both targets.35 Our understanding of the mechanism
suggests that such a modification would not affect inventory dynamics.

Are search costs in the range of 7 percent excessive for the entire supply chain? It is difficult to say
because search costs cannot be directly measured. However, as a reference, Kaplan and Menzio (2016)

35This conjecture is based on the following reasoning: search costs are necessary to prevent excessive customer searches,
ensuring that outlets spend less time in the production state relative to the marketing state. This balance is required to
achieve the inventory-to-sales ratio target of 1.5. A reduction in the marginal productivity of search would produce a
similar effect, lowering the search costs implied by the model.
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Table 6: Parameter Values.

η0 c0 δ ϕ χ τ (ζ0, ζ, σ) ρss Γ Θ
0.040 0.018 4.30× 10−4 1.12 0.69 0.5 (0.137, 0.0, 0.64) 7.940× 10−3 0.77 0.04

report that consumer search costs at the retail level alone amount to about two percent of the value
of the good sold. A number within this range is consistent with other studies that focus on consumer
search. Input–output tables indicate that well over two-thirds of transactions in the manufacturing
sector are B2B, and the process and risks involved in supplier selection suggest that search costs are
substantial across the entire value chain.36 Scaling the estimate from Kaplan and Menzio (2016) to
account for the full supply chain brings search costs close to the level implied by the model. Therefore,
while on the high side, we conclude that the 7 percent estimate falls within the range of model-based
estimates of search frictions in the literature.

5 10 15 20 25 30 35 40
-0.4

-0.2

0.0

0.2

0.4

Months after shock

P
er
ce
nt
ag
e
po
in
ts

One-Year Rate + EBP

-Model
-SVAR

Model constant ρ

5 10 15 20 25 30 35 40
-0.4

-0.2

0.0

0.2

0.4

Months after shock

P
er
ce
nt
s

CPI

5 10 15 20 25 30 35 40

-0.6

-0.4

-0.2

0.0

Months after shock
P
er
ce
nt
s

Sales

5 10 15 20 25 30 35 40

-0.4

-0.2

0.0

0.2

0.4

Months after shock

P
er
ce
nt
ag
e
po
in
ts

Gross Margin (Markup)

5 10 15 20 25 30 35 40

-0.2

0.0

0.2

0.4

Months after shock

P
er
ce
nt
s

Inventory-to-Sales Ratio

5 10 15 20 25 30 35 40

-0.6

-0.4

-0.2

0.0

Months after shock

P
er
ce
nt
s

Inventory Stock

Figure 15: Results from Model with Low Search Costs (3.5 percent).

Notes: Notes to paper’s Figure 6 apply.

36Beil (2011) provides an overview and discusses best practices in supplier selection.
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D Replication Files and Procedures

Supporting code and data files can be found in the online replication package
DTreplication.zip. The replication package uses the following software: Math-
ematica, Stata, Excel, and Python in the Jupyter Notebook environment (version 3.5).
Some Excel files require the HP filter toolbox written by von Kurt Annen and available at
https://econpapers.repec.org/software/dgeqmrbcd/165.htm. To run replica-
tion files, the user must manually adjust the path to source files as described below. The contents of
this package can be used under the standard GNU license GNU license agreement.

D.1 Replication of Main Results

The replication package contains four folders: Intro Figure1, Model Replication,
IO Calibration, and CL Replicate. Below we describe their contents and the replication
procedures:

Folder: ModelReplication

This folder contains code that replicates all results reported in the paper’s Section 2 (Data), Section
5 (Quantitative Analysis), and the results in the Online Appendix (Sections B and C). The folder
contains the following files with code/data:

• Mathematica notebook solve Model main.nb:

This file generates the results reported in Sections 2 (Figure 2) and 5 (Figures 7 and 6). The
notebook also contains supporting calculations for Sections 4, and Appendix Sections ?? and A.
The notebook uses input CSV files found in the /graphics/ subfolder and places all output
files (PDFs) in that folder.

To run the code, adjust the path at the top so that it points to the /graphics/ subfolder of the
replication package. Input CSV files contain SVAR impulse responses and confidence bands
and can be replicated by running est SVAR.py (as described next). Table 1 (Parameters) is
also generated by the notebook (last section of the code).

• Jupyter notebook est SVAR.ipy:

This file estimates the baseline SVAR and generates CSV files found in the graphics
folder for solve Model main.nb. Adjust the path in the first input cell so that it
points to the ModelReplication folder of the replication package. The main data file,
dataM.csv, contains time series for SVAR estimation except for the gross margin series,
which is generated from raw data found in collapsed output inv csv.csv (placed
in subfolder ./input/). This file is created by the Stata do-files prep data.do and
proc data inv.do described below.
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• Stata do-files prep data.do and proc data inv.do (in /stata replication/):

These files construct the gross margin series as described in Section 2 from the raw S&P Com-
pustat Quarterly Fundamentals dataset (AllDataQrtly7824.dta). The raw Compustat
dataset file is not provided due to copyright restrictions. Instructions for obtaining the data
from WRDS are detailed in the next section. To replicate results, obtain the source file, rename
it to AllDataQrtly7824.dta and adjust the paths accordingly.

Folder: Intro Figure1

This folder contains Excel and supporting data files required to generate Figure 1 in Section 1. To
regenerate the source data, follow these steps:

1. Pull Data from Compustat by Running Stata Scripts:

• Run proc data inv intro.do (must run prep data.do once prior to running the
proc files), located in the Model Replication folder. Output will be saved in the
./input/ folder within Intro Figure1 as collapsed output inv fig csv.

2. Seasonally Adjust the Constructed Data:

• Run the Jupyter notebook SeasonalAdjFigureIntro.ipy (in the
./intro Figure1/ folder) to apply seasonal adjustments (ensure the path is set
correctly). The output file will be placed in the ./output/ subfolder.

3. Update the Excel file FigureIntro.xls:

• Open the Excel file in Intro Figure1. On the first sheet
(MarkupsFromCompustatRawData), adjust the path in cell C1.

• Press Refresh or run the macro LoadDataMarkups in Module 1 (press Alt+F11 for
Visual Basic, or go to the Developer tab and select Macros).

Folder: IO Calibration

This folder contains files used in calibration (Steady State Targets), including input–output tables for
Appendix Tables 3 and 2, and BEA’s inventory and sales series (Inventories Sales.xls).

D.2 Replication of Supplementary Results

Next, we describe additional files and the replication of results in this Online Appendix. These results
are generated by derivatives of the main code described above:
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• Mathematica notebook solve Model LS.nb: Generates results in Appendix Section C (Ap-
pendix Figure 15). Run analogously to the main file.

• Jupyter notebooks est SVAR XXX.ipy: Generate raw data for Appendix Section B. Output
files are placed in ./graphicsXXX/ subfolders. Run analogously to the main file. To repli-
cate Appendix figures, run gen SVAR figs.nb in each ./graphicsXXX/ subfolder. The
subfolders contain the following:

– ./graphicsGK/: Results for the original GK15 SVAR specification with industrial pro-
duction (Appendix Figure 10—panel A).

– ./graphicsGKs/: Results for the GK15 specification with industrial production re-
placed by real sales (Appendix Figure 10—panel B).

– ./graphicsE1NoMup/: Results for the baseline SVAR excluding the margin variable
(Appendix Figure 10—panel C). (Panel D is the baseline model and can be replicated by
running gen SVAR figs.nb in the /graphics/ subfolder.)

– ./graphicsE1/: Results for the baseline SVAR with gross margin series interpolated
using the Chow–Lin method (Appendix Figure 12).

• Replicating the Baseline SVAR with Real Wage Series (Appendix Figure 11): Run
ext SVAR and set solve SVAR version.ipy to 3 in input cell In[25]. Adjust path
information in the first input cell. Output files are in graphics/SVAR with real wage/.
Run gen SVAR figs.nb in that folder to generate the figure.

• Replicating the Baseline SVAR with Margin Series for All Firms (Appendix Figure
13): Run the Jupyter Notebook ext SVAR all. Adjust paths as needed. Output files are
in the ./graphicsAll/ subfolder. Run gen SVAR figs.nb in that folder. Source
files are in ./inputAll/ and are generated by the Stata do-file proc data all.do in
./stata replication/.

To replicate the monthly interpolation using the Chow–Lin package, download the repli-
cation package for Quilis (2018) from the Journal of Monetary Economics data ser-
vice. Replace the file run mainfile.m and the ./csvfiles/ subfolder of the down-
loaded package in ./replication files jme public/data using the contents of the
CL replication subfolder in the ModelReplication folder. Run run mainfile.m af-
ter adjusting the path so that it points to the ./csvfiles/ folder. Output series are in
/csvfiles/output/monthly Mup.csv. The generated series must be manually pasted into
ModelReplicate/input/data M.csv (column logMup100chowlin) for the SVAR esti-
mation. The notebook example Sec6.nb details the calculations for the back-of-the-envelope dis-
cussion in Section 6 (“Mismeasurement of Variable Costs,” footnote 27).
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E List of Raw Data Sources

Overlapping series are sourced from the replication files of Gertler and Karadi (2015) for consis-
tency. This includes: CPI, Gilchrist–Zakrajsek Excess Bond Premium (EBP), one-year T-bill rate
(GS1), and the monetary policy shock instrument FF4 (ff4 tc). These files were downloaded from
the AEA website replication file for Gertler and Karadi (2015). Data on sales (saleq) and COGS
(cogsq) come from S&P Compustat Quarterly Fundamentals (North America), accessed via Whar-
ton Research Data Services. Other series were downloaded from the FRED II service of the Federal
Reserve Bank of St. Louis in December 2023. These include: (1) real inventories in manufactur-
ing and trade industries (Real Manufacturing and Trade Inventories, Millions of Chained 2017 Dol-
lars, Monthly, Seasonally Adjusted) and real sales in manufacturing and trade industries (Millions
of Chained 2017 Dollars, Monthly, Seasonally Adjusted), originally sourced from series published
by the Bureau of Economic Analysis and compiled by FRED to build long time series;37 (2) payroll
employment in manufacturing (All Employees, Manufacturing, Thousands of Persons, Monthly, Sea-
sonally Adjusted), originally sourced from the Bureau of Labor Statistics. Most raw files—except
for Compustat-derived series—are included in the replication package (Excel files contain metadata).
Processed output pulled from the Compustat dataset is provided, but raw data cannot be shared. To
replicate these results, download the Compustat Quarterly Fundamentals (NA) with all main variables
for 1970–2015 from Wharton Research Data Services (WRDS) (or similar data outlet) and run the
Stata replication code as described in the previous section. Output elasticities come from the online
replication package of De Loecker et al. (2020) (downloaded from Jan Eeckhout’s personal website).

37Federal Reserve Bank of St. Louis, Real Manufacturing and Trade Industries Inventories [INVCMRMT] and Sales
[CMRMTSPL], retrieved from FRED, Federal Reserve Bank of St. Louis; https://fred.stlouisfed.org/
series/CMRMTSPL. The source data are U.S. Bureau of Economic Analysis Real Manufacturing and Trade Industries
Sales for various time periods.
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